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Introduction

A major reason for the revision of total hip replacements
is loosening of the hip-stem [1]. The loosening is often
detected too late due to the low sensitivity and specificity
of current diagnostic methods [2]. The osseointegration
of the hip-stem, as well as the health of the periprosthetic
bone are clinically relevant for the structural health of the
entire implant system.

It has alternatively been suggested to analyse the struc-
ture borne sound in an hip-stem generated by a forced
vibration excitation [3, 4]. The method is based on the
assumption that vibration modes of the hip-stem change
with the stiffness of the mechanical connection to the fe-
mur. In order to enhance the method, an existing total
hip-stem was redesigned to house a unit for the excitation
of structure borne sound [5, 6]. The system is depicted in
Figure 1. It consists of a mechanical oscillator built from
a small magnetic ball attached to a spring. The entire
unit is mounted inside a hollow cylinder. The mechanical
oscillator is excited by an extracorporeal air coil driven
electrically at the resonance frequency of the mechanical
oscillator. After a short transient phase the ball hits the
implant periodically from the inside generating a series
of impacts and responses.

The feasibility of classification of implant loosening states
using this setup was first demonstrated using artificial
bones [7]. This approach included no inter-individual
variablility and needed data from both the pressfit and
the loosening states for training of the classifier. There-
fore, more recently, an approach based on anomaly de-
tection was presented [8]. Data was captured using four
human femur bones from body donations. The modified
hip stem with the excitation unit was mounted inside
the bone and two states of loosening were demonstrated
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Figure 1: System for the in-situ monitoring of a total hip-
stem replacement using structure borne sound.
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beside a pressfit. This data-driven approach uses an au-
toencoder for anomaly detection. It is trained on data
from the pressfit state that represents the normal state,
and data deviating from the normal state is classified as
loosening. This method showed good results, both for
individual models trained with data from only one bone,
as well as for a combined model that used data from all
four bones in training.

While the anomaly detection based approach has the ad-
vantage of needing only data from the pressfit state for
training, especially the combined model needs to be im-
proved before practical application is possible. Precisely,
the histograms of the reconstruction errors that were
used for classification were quite wide for the pressfit and
loosening states, with some overlap between the states.
In the classical autoencoder approach the input data is
mapped pointwise into the latent space. The resulting
discrete latent space used in the autoencoder may not be
well suited in the case of high inter-individual variability.
We aim to investigate the application of an variational
autoencoder. It has the advantage of generating a proba-
bilistic latent space which is potentially more compactly
organized. It therefore known to perform better in the
task of anomaly detection.

Experimental Setup

Four human femur bones from body donations (2 fe-
male/2 male) are used in the experiments. The bones
show a considerable variation in size and shape. The im-
plant with the custom excitation unit was mounted in the
bones. Three different states were considered for each of
the four bones:

1. pressfit,
2. small loosening, and
3. large loosening.

The latter two by simulating a bone defect removing part
of the bone around the implant. The testbed was fur-
ther extended towards a simple tissue and skin model
by placing the bones in a latex cylinder filled with water.
The static forces acting on the implant were simulated by
a weight. Three acceleration sensors (KS95B from Me-
tra Mess- und Frequenztechnik in Radebeul e.K.) were
mounted at different positions on the latex cylinder. The
signal generation for the air coil and the signal capture
for the sensors were performed by a data acquisition in-
terface (USB-6216 from National Instruments) at a sam-
pling rate of f; = 80 kHz.



The bone with implant was placed in the test rig for
the experiments and the air coil was continuously driven
by a rectangular signal with a period of T' = % s. The
signals from the acceleration sensors where captured syn-
chronously. A total of 12 experimental series were con-

ducted (4 bones x 3 conditions).

Data Preparation

Each of the captured signals from the three acceleration
sensors contains the responses to a series of impacts of
the oscillation unit. The captured signals were filtered
with a band-stop filter to suppress the excitation signal,
individual responses were extracted using a rectangular
window, and normalized magnitude spectra of the indi-
vidual responses were calculated. This resulted in feature
vectors of length D = 256 bins. The signal pre-processing
is described in more detail in [8].

Inspection of the resulting feature vectors revealed some
faulty measurements that were identified manually as
data that deviated significantly from the majority of the
measurements in either the time- or frequency domain.
Some examples are shown in Figure 2. The invalid mea-
surements type 2 and type 3 are visibly different from the
normal measurements in the time domain, whereas the
invalid measurements of type 1 were identified in the fre-
quency domain. One cause of these faulty measurements
might be that the oscillator unit failed to excite structure
borne sound in the implant. These feature vectors were
removed.
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Figure 2: Examples of valid measurements and three types
of invalid measurements that were removed as features. The
median (blue line), and the 5% and 95% percentiles (gray
area) are shown.

Using the magnitude spectrum of the individual re-
sponses as features is motivated by the rationale that dif-
ferent loosening states result in different vibration modes
of the implant and that no exact time-alignment of the
responses is required. A detailed quality check was per-
formed on the extracted feature vectors. Figure 3 shows
a statistical analysis of the three different states for one
of the bones (female 1) after removal of the invalid mea-
surements.

The median, and 5% and 95% percentiles of the mag-
nitude spectrum have been computed and plotted. The
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Figure 3: Magnitude spectra of the responses captured for
one of the bones (female 1). The median (blue line), and the
5% and 95% percentiles (gray area) are shown.

variation between the features for one condition is clearly
visible, as well as the variations between the conditions.
We aim at an approach which is invariant to the varia-
tions in the pressfit state but can reliably detect system-
atic deviations from this state.

Anomaly Detection

The aim of anomaly detection techniques is to detect data
that significantly deviates from the majority of given nor-
mal data instances. Here, the detection of hip-stem im-
plant loosening using data from the pressfit state only
constitutes a semi-supervised anomaly detection prob-
lem. The pressfit data represents the normal state,
whereby the data from the loose states should be de-
tected as anomaly. Anomaly detection is a challenging
problem because only (part of) the normal data is known
and only few or none of the anomalies. Deep learning has
advanced the task significantly [9].

Model Architecture

We aim to find a mapping M of the features x, onto
themselves which captures the key regularities of the
pressfit (normal) state. The underlying rationale is, that
the features from the loose states (anomalies) cannot be
reconstructed well by this mapping. Consequently, a
loose state shall be detected by inspecting the reconstruc-
tion error between the feature x,, and its reconstruction
&, = M{x,} using a scoring function e(x,,&,). If the
scoring function exceeds a chosen threshold € < e(xy,, &,,)
an unseen feature is classified as belonging to the loose
state. If Ax,, denotes the difference between x,, and &,
the robust z-score for feature n is defined as:

0.6745 - (Ax,, — median(Ax))
MAD

robust z-score, (1)

Here, M AD is the mean absolute deviation of the train-
ing data and media(Az)n the value that separates the
upper and lower half of Az. The threshold e is chosen
as 3.

We use a variational autoencoder (VAE) for the map-
ping M. VAEs constitute probabilistic graphical models
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which have been successfully applied to a wide range of
problems. Autoencoders aim to learn an efficient encod-
ing of the features into a lower-dimensional latent space.
The latent space of a VAE is composed from a multi-
variate distribution whose parameters are estimated in
the encoding. For decoding, an element of the latent
space is sampled from the distribution. The encoder
and the decoder are trained jointly using the evidence
lower bound (ELBO) loss function composed from the
Kullback-Leibler divergence (KLD) and the reconstruc-
tion error. We used a 3-VAE [10] featuring a weighting of
the KLD in the loss function. The binary crossentrpy is
used as reconstruction error and a multivariate Gaussian
distribution as latent distribution. Figure 4 illustrates
the architecture of the VAE.

Model Selection

We aimed at a total of five final models, four trained on
the data from each of the individual bones separately, and
one using the combined data from all bones. The latter
one should provide insights into the development of a
non-individual model. The models were only trained on
the features from the pressfit state. The model selection
was performed in two stages:

1. 50 model candidates with randomly chosen hyper-
parameters were trained and

2. the trained models were evaluated with respect to
their capability to compactly represent the normal
state.

In the model selection procedure, the number of layers,
number of channels, kernel size, stride, dimensionsion-
ality of the latent space, the 8 weight, as well as the
learning rate were included during hyperparameter tun-
ing. For each of the model candidates, all seven hyperpa-
rameters were randomly chosen from a set of predefined
choices. As a scoring function, the robust z-score (1) was
chosen. It was computed for each of the candidates and
represented as a histogram. The set of hyperparameters
that resulted in the most compact distribution of the ro-
bust z-score was chosen for the final model. The final
models were then retrained. The threshold e is set to 3.

Results

In order to evaluate the five final anomaly detection mod-
els, the feature vectors &, were reconstructed for the
entire respective dataset for all three classes (pressfit,
small loosening, large loosening). From this, the robust
z-scores were computed and the feature vectors were clas-
sified into belonging to normal or anomaly states using
the threshold. The evaluation of the models is based on
the robust z-score histograms and the classification met-
rics.

The results for the one of the individual models are shown
in Figure 5. The classification performance of the indi-
vidual models as well as the combined model is shown
in Table 1. Sensitivity and specificity are shown in Ta-
ble 2. For all individual models, the states of pressfit
and loosening are well separated. With the choice of the
threshold € = 3, sensitivity of 1 is achieved for all models,
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pressfit loosening
model precision \ recall | precision \ recall
female 1 1.00 1.00 1.00 1.00
female 2 1.00 1.00 1.00 1.00
male 1 1.00 0.97 0.99 1.00
male 2 1.00 0.99 0.99 1.00
[ combined | 1.00 [ 0.96 | 0.98 [ 1.00 |

Table 1: Classification performance of the five final models.

’ model \ sensitivity \ specificity ‘
female 1 1.00 1.00
female 2 1.00 1.00
male 1 1.00 0.97
male 2 1.00 0.99

[ combined [ 1.00 | 096 |

Table 2: Sensitivity and specificity of the five final models.

while some pressfit states are falsely classified as loosen-
ing, leading to specificity between 0.96 for the combined,
and 1 for the individual female models.

The results for the combined model are shown in figure 6.
As for the individual models, pressfit and loosening states
are separated, albeit their distance is smaller. Compared
to the previously published results using an autoencoder
[8], the distributions are narrower and a better separa-
tion is achieved. Whereas with the basic autoencoder a
sensitivity of 0.94 was achieved, this value could now be
increased to 1.00 using the VAE.

Conclusions

We developed an approach that uses a VAE for data-
driven detection of hip-stem implant loosening. Based
on the analysis of structure-borne sound, anomaly detec-
tion is used to identify states of implant loosening. We
improved upon a previously presented approach by using
a VAE and implementing the robust z-score as a scoring
function. For the individual models as well as the com-
bined model, sensitivity and specificity were high and
loosening could be detected almost certain. In future re-
search, the choice of the threshold e could be adjusted
to further improve the specificity. Using anomaly de-
tection enables this approach to detect loosening using
only data from the pressfit state for training the mod-
els. Therefore, application for in-vivo monitoring of im-
plants is feasible. To this end, cross-validation of the
non-individual model trained on data from multiple in-
dividuals will be necessary. It has to be noted that the
experimental setup generated very reproducible measure-
ments and more variations can be expected in a practical
application. For instance long-term changes due to age-
ing or the loss of weight. Future work should include the
modelling of these and other aspects. In the mid-term
we plan to integrate the sensing and detection into an
electrically active implant.
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Figure 4: Architecture of the VAE used to represent the mapping of the normal features. The shape of the boxes indicates the
size of the (intermediate) data representations, the arrows the operations applied to the data. p. and o, are the latent vectors

representing the mean and standard deviation.
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Figure 5: Histogram for the robust z-score for the different
loosening states for the individual model and data of female 1.
The threshold e for detection of a loose state is shown by the
red line.
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Figure 6: Histogram for the robust z-score for the different
loosening states for the combined model and data from all
bones. The threshold € for detection of a loose state is shown
by the red line.
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