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Introduction 
The knowledge of the acoustic velocity at the surface of 
radiating structures is extremely valuable in order to identify 
strongly vibrating surfaces and to suggest appropriate 
measures for troubleshooting. Near-field acoustic holography 
is a method to identify surface pressure/velocities by taking 
near-field measurements along with an inverse-propagation of 
the results onto the body surface [1]. However, near-field 
measurements are often very difficult to obtain and sometimes 
impractical, such as when performing analyses in wind 
tunnels. Thus, the ability to obtain near-field data from far-
field measurements can drastically reduce the amount of work 
while enabling applications in situations previously 
unthinkable. This inverse-propagation, however, may be very 
ill-posed [2], especially if measurements are done in the far 
field, which makes the problem close to impossible. A main 
reason for this phenomenon is the ambiguity of the results, 
which may be the same for many different sources. 

This paper proposes a new method, HELS Flow, to handle the 
inversion ambiguity explicitly while still searching for the real 
solution with the use of prior information. The procedure is 
based on the Helmholtz Equation Least-Squares (HELS) 
method [3], which solves the coefficients of a multipole 
expansion, with additional learned empirical priors (prior 
probability distributions) from a normalizing flow. 
Normalizing flows is a method that maps between two 
distributions [4, 5] and can be implemented by inverse neural 
networks, which have already been shown to solve various 
inverse problems, particularly in the area of image inpainting 
[6-10]. In our case, we want results close to the real solution, 
so the additional use of prior information, which can restrict 
the solution set, is discussed. It is shown that the proposed 
method can significantly improve the results compared to 
traditional regularization methods, and that it converges to the 
real near-field pattern at the limit of complete information, 
which is not the case with more traditional regularization 
methods.  

Helmholtz Equation Least Squares (HELS) 
One possible solution of the Helmholtz equation in spherical 
coordinates for the pressure results from the summation of 
several multipoles defined as [3]:  

 
 

(1) 

where  is the pressure as a function of the source 
radius, azimuth, elevation and wave number,  are the 
corresponding spherical harmonics of order  and degree  
for the given direction,  is the spherical Hankel 
function of the second kind and  are the multipole 
coefficients to be estimated. By knowing the correct source 
coefficients, one can estimate the acoustic propagation in any 
given point, both in the far field as well as in the near field.  

The HELS method can be used to estimate the  
coefficients. The main idea is to truncate the infinite sum to a 
given order  and unwrap the summation term in a form that 
can be transformed into a matrix. By taking measurements at 
different points, a linear system is solved in the following 
form to obtain the coefficients by minimizing the least-
squares error:  

 (2) 

where  is the vector with the measured pressure 
data,  is the projection matrix with the Hankel terms and 
spherical harmonics and  is an additional measurement 
noise. Usually, a Tikhonov regularization is used to improve 
results from such inversions [2]. Such a regularization is 
equivalent to defining a zero-centered Gaussian prior with 
respect to the coefficients in , which, as we shall see, may 
not be the most appropriate prior.  

One of the main issues with the HELS method is the 
exponential decay of the  term at higher orders with 
source distance. This implies that a reliable estimate of the 
coefficients may require measurements in the near field, 
which, depending on the application, can be troublesome. As 
an illustration, the decay of different orders can be seen in 
Figure 1 below.  

 
Figure 1: Spherical Hankel function term as a function of the 
distance for a radiation at 4000 Hz with k = 73.27. 

The reason that the inversion of higher degrees is so difficult, 
particularly in the far-field, is that if there’s only a slightly 
amount of noise on the signal, this noise is exponentially 
amplified, and the solution diverges. Additionally, spatial 
aliasing can occur if the microphone array is not dense 
enough. This implies that there are several near-field solutions 
that would satisfy a far-field measurement, thus trying to 
match the result to a single “perfect” solution without any 
prior information about the radiation distributions is hopeless.  

Flow-based generative models 
Normalizing flows is a method that maps different 
distributions through a set of invertible transformations [4]. 
As a practical example, suppose that every multipole 
coefficient set comes from a distribution of valid radiations as 

, we can estimate the parameters  of  by 
collecting an independent and identically distributed dataset 

 of samples and maximizing the log-likelihood of the data:
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(3) 

The functional form of  can be arbitrarily complex as 
long as it matches the real distribution of the multipole 
coefficients. However, defining it “by hand” is a very tedious 
task, especially for very complex distributions that may be 
particularly difficult to sample. One solution for this problem 
is to map a known distribution, which can be easily sampled, 
to the real multipole distribution such as: 

 
 

(4) 

 (5) 

Here,  is a Gaussian distribution with zero mean and 
a standard deviation of 1 and  is an invertible function 
that maps between  and . It can be shown that the density 
function of both distributions is related in the following form: 

 
 

(6) 

This is a very useful result, since we no longer have to worry 
about the functional form of  As long as we have a 
valid transformation  and can calculate the determinant 
on the right side of Eq. 6, we can convert all    from our 
dataset D to  and minimize the right term in Eq. 6. Since we 
know the functional form of the distribution from , this is a 
solvable problem. After estimating the transformation , 
we can very easily generate new samples in our multipole 
domain by sampling a unit variance Gaussian, which is trivial 
to do.  

The transformation  can be anything that is invertible. 
However, in order to estimate the parameters efficiently, it is 
important that the determinant term is easy to calculate. A 
good solution to this problem is to use affine coupling layers 
as described in [9] such that the term becomes a lower-
diagonal matrix where the determinant is just the product of 
the diagonal elements. It is possible to stack a sequence of 
affine transformations where only a part of the input is 
modified at each layer, so the entire transformation is 
invertible. Any nonlinear function can be part of this 
transformation, including an entire neural network. Let’s 
consider an example where we split the input c into two parts, 

 and . By defining the transformations , ,  
and , we can define a forward affine coupling 
transformation as (  stands for element-wise multiplication 
and  for element-wise division): 

 
 

(7) 

 (8) 

The inverse being: 

 
 

(9) 

 (10) 

By stacking sufficiently affine layers, it is possible to learn 
any complex nonlinear transformation between different 
distributions.  

Conditional Invertible Neural Networks 
There are many ways to embed generative models in inverse 
problems and a thorough discussion is presented in [5]. The 
authors found out that one of the best ways to perform this 
modelling is using conditional invertible neural networks 
(cINNs), as described in [10]. Those networks use 
normalizing flows to learn the mapping between distributions 
with an additional condition term.  

This condition term is concatenated in every coupling layer 
and can be used to input additional information into the 
mapping process. In our case, this term is the measured 
pressure on the microphone array. To improve the results, an 
additional conditioning network  is used to create an 
embedded representation of the measured pressure. The 
transform can be written as: 

 (11) 
 

 (12) 

The conditioning network can be optimized along with the 
normalizing flow. All code used in this work is implemented 
in Python using Pytorch Lighting [11] and the FrEIA [12] 
framework. 

HELS Flow  
The proposed HELS Flow method uses the distribution 
knowledge obtained from the cINN  to regularize the 
solution while easily allowing the addition of any prior that is 
differentiable in an automatic differentiation framework. 
Mathematically, the HELS Flow method solves the following 
minimization problem: 

 

 

(13) 

Here we do not optimize  in the original domain, but in the  
domain, so that every guess belongs to the learned 
distribution of real sources. We can also constrain how far 
away it can go from likely solutions with the term 

. This type of regularization prevents solutions 
from diverging and considering values that would be 
completely unreal. Thus, only valid and reasonable solutions 
are obtained. In practice, however, the goal is not to obtain a 
valid solution, but rather the correct solution. To achieve this, 
the last term in Eq. 13 is used, which assigns additional 
knowledge we may have about our problem to restrict the 
distribution of possible valid solutions to those that are closer 
to reality.  

A local minimum of Eq. 13 can be achieved by using any 
gradient method, since the analytical gradients can be 
obtained through the automatic differentiation frameworks 
used to define the neural network. Each local minimum 
represents a valid sample of the distribution of likely sources 
conditioned on our data.  

Training dataset  
To generate valid priors for the normalizing flow, a relevant 
dataset of directivities is needed. Such a dataset can either be 
very specific to a given application (such as automotive or 
music applications only) or very general depending on the 
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desired goals. In our case, the main goal was to verify the 
feasibility of the method, so the most important thing was for 
the dataset to have a pattern that could be learned. 

We decided to build a dataset based on a set of directivities 
from different musical instruments, loudspeakers and voice 
hosted on Github [13]. The dataset was composed of 
directivity measurements that could be used to estimate 
spherical harmonic directivity patterns from orders 2 to 12. 
We estimated all measurements up to order 8 and used the 
spherical harmonic coefficients at every frequency as a basis 
to generate multipole coefficients for an internal dataset. The 
total number of directivities obtained from the reference 
dataset was around 184000 samples. The internal dataset was 
then generated by sampling randomly from this original 
dataset and then adding proportional noise with 30% variance 
to increase the complexity of the radiation. Figure 2 shows 
some examples of the near field projected onto a 0.1 m radius 
sphere at k = 73.27. 

 
Figure 2: Example of database samples projected onto a 
0.1 m radius sphere at k = 73.27. 

Training definition  
The training was performed using 40000 samples for training 
and 10000 samples for testing. The signals were generated 
from the sources in the dataset at k = 73.27 and measured with 
a spiral array at 1 m distance (in this case considerably in the 
far field), as seen in Figure 3. The signals had a SNR between 
0 dB and 40 dB. The measured pressure was normalized so 
the scaling dependency could be removed from the prediction 
(post-prediction rescaling is possible due to the linearity of the 
spherical harmonics transform).  

 
Figure 3: Spiral array used to perform measurements in the 
far field. 

The normalizing flow was implemented in the FrEIA [12] 
framework with 4 normalizing flow layers, each with a full 
affine coupling layer and random permutation. In each 
normalizing flow step a 2-layer multilayer perceptron with 
SiLU activation function and hidden size of 64 units was used 
for the nonlinear transformations. The conditioning network 
was also a 2-layer multilayer perceptron with a hidden size of 
112 units and SiLU activation function.  

Results  
HELS Flow without additional a priori 
An example of the possible samples of the HELS Flow, as 
well as how similar their reconstructed pressures are, can be 
seen in Figure 4. 

 

 
Figure 4: Example of a real radiation pattern with measured 
and reconstructed (noiseless) result along with different 
HELS Flow samplings, each producing the same 
reconstruction with a tolerance of 0.01% of the real noiseless 
rms pressure.  

Here it can be seen that all samples look reasonable at the 
same reconstructed pressure, although they also show clear 
differences in their projection patterns, showing that the 
concept of a “single” solution to such a problem doesn’t make 
sense if no prior information is known.  

However, a single solution is what is obtained by traditional 
regularization approaches. So how well do they perform on 
such a problem? Below in Figure 5 we compare the HELS 
Flow method with the traditional Ridge and Lasso regressions 
where their regularization parameters have been chosen (with 
an “oracle”) as those that minimize the error to the real 
solution, in other words, it is the best possible regularization 
parameter that could have been chosen using information of 
the real solution.  

 
Figure 5: Comparison of regularization approaches with the 
average of 100 HELS Flow samples.  

We see that while the traditional methods completely fail in 
reconstructing the pattern, the average of the HELS Flow 
result shows a very strong resemblance to the real pattern. 
Additionally, we can calculate the uncertainty of our radiation 
based on the different samples, as can be seen in Figure 6. 

 
Figure 6: Comparison of regularization approaches with the 
average of the HELS Flow samples.
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To verify if this result is not unique to this case, the projection 
error was calculated to a set of 100 different patterns and can 
be seen in Figure 7, where we see that the average HELS Flow 
is significantly better than traditional methods while also 
converging to the real solution if an oracle is known, i.e., if 
there’s enough prior information of the radiation. 

 
Figure 7: Comparison of regularization approaches with the 
average of the HELS Flow samples. 

Adding a priori knowledge  
Any additional information we have about our problem can 
be added to the method with the additional guarantee that it 
will converge to the real solution. This additional information 
may include, but is not limited to, geometric constrains, 
practitioner experience, additional measurements and/or 
simulations. 

To show how additional information can be implemented in 
practice, we consider the following custom-made (out of 
distribution) radiation that may represent a trumpet and the 
corresponding HELS Flow result (Figure 8), by using the 
same spiral array at 1 m distance as shown in Figure 3.  

 
Figure 8: Example of an out-of-distribution trumpet-like 
radiation using the HELS Flow method in far-field 
measurements. 

Although the result is similar to the real radiation, it still 
deviates somewhat, which can also be seen from the higher 
standard deviation and makes sense since it is an out-of-
distribution sample. To improve this, we can add some a priori 
information such as: “I know that the radiation in the 
trumpet’s port ( ) is likely strong, and that the radiation is 
somewhat symmetrical at  = 0”. We can add this knowledge 
to the HELS Flow method using the following penalty terms: 

 
 

(14) 

 

 

 

 
(15) 

Adding these penalty terms allows us to find the solution 
given in Figure 9 that is considerably closer to our real result. 

 
Figure 9: Example of an out-of-distribution trumpet-like 
radiation using the HELS Flow method. 

Conclusion  
We have developed a method, named HELS Flow, that uses 
normalizing flows to regularize the HELS method inversion 
problem and allows us to generate fair near-field estimates 
from far-field measurements. The method is significantly 
more accurate (~45%) than traditional regularization 
approaches, such as Ridge and Lasso, and has the additional 
property that it converges to the real radiation if enough 
information about the source is known. This regularization 
method is applicable to any inverse problem in acoustics as 
long as an appropriate dataset generation is possible. Further 
research will investigate how well the method can be applied 
in different settings and to real data. 
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