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Abstract
Booming noise influences perceived vehicle quality and
passenger comfort. Therefore, it becomes important for
automotive manufacturers to have a reliable method for
the detection of booming noise. Machine learning mod-
els can effectively address this need but need relatively
large datasets. In the absence of sufficient data samples,
machine learning models have been known to perform
poorly. In this paper, we study the efficacy of simulation-
driven machine learning and transfer learning techniques
to overcome this data scarcity problem. The source and
target datasets were synthesized starting from a limited
set of original recordings. The synthesized database was
obtained through modification of baseline vehicle runup
sounds, by defining booming events on a pre-existing ve-
hicle order profile. The source and target datasets dif-
fer with respect to size and data origin. To bridge the
performance gap between the two datasets owing to the
difference in their sample size, we investigate the use of
two transfer learning techniques, fine-tuning and feature
extraction, to improve classification performance on the
target dataset by leveraging the knowledge gained from
a source dataset. Both of the evaluated transfer learning
techniques resulted in a significant performance gain on
the target test set accuracy. The findings highlight the
effectiveness of transfer learning techniques, which enable
the use of deep learning models even with limited data.

Keywords: Transfer learning, fine-tuning, feature extrac-
tion, booming noise, sound quality, end-of-line testing

Introduction
Cabin sound quality is an important attribute of automo-
bile sound since it influences the overall perceived vehicle
quality. Of the many sources of acoustic discomfort, such
as booming noise, wind noise, rolling noise etc., booming
noise is known to lead to a considerable distress and will
be studied in this paper. To ensure an acceptable cabin
sound, field experts assess the sound quality by means of
brief subjective tests at the end of the production line.
This process has the disadvantage that each vehicle is
tested by only one operator which can introduce some
bias, making uniform quality control difficult.

Mathematical models built on collective expert knowl-
edge can easily alleviate this problem. One can envi-
sion the use of shallow or deep learning algorithms for
this task. Shallow models generally work well with small
datasets but require expert-guided feature engineering to

determine appropriate model inputs [1], [2]. Moreover,
the inputs to these models tend to be low-dimensional.
Depending on the features used, one runs the risk of not
capturing the temporal effects of the sound. Deep learn-
ing models on the other hand can work effectively with
much larger inputs like time series or spectrograms which
capture the time-varying attributes. Additionally, due to
the complex nature of their architectures, they support
more comprehensive hypothesis spaces. To detect boom-
ing noise, deep learning models can be used to learn the
definition of booming noise from training data, and later
classify unseen test samples. While deep learning models
are certainly proficient at such tasks, they usually de-
mand large datasets which are difficult to procure and
label [3].

Motivated by previous work in intelligent fault diagnosis
[4], [5], this paper looks into transfer learning techniques,
which have the potential to bridge this data gap and facil-
itate the use of generalized modelling techniques. ‘Trans-
fer learning is the idea of re-using knowledge learned in
one situation for another situation’ [6]. We investigate
the performance enhancement that can be achieved in
booming noise classification on a target domain with in-
sufficient data while having access to a source domain
with a relatively large dataset, where the source and tar-
get domains are formed from two different vehicle models.

The following sections elaborate the data simula-
tion methodology and the booming noise classification
methodology. The subsequent sections detail the inves-
tigations conducted followed by their results. The paper
ends with a conclusions’ section, followed by a short-term
outlook and acknowledgements.

Data Simulation
The sound synthesis procedure proposed in [7] and [8] was
used for data simulation. The dataset was built from a
small set of previously conducted tests. The tests con-
sisted of sounds recorded during a 4 cylinder ICE vehicle
run up at full throttle. The synthesis procedure is briefly
explained below:

- The booming phenomenon was modelled as a Han-
ning window characterized by three parameters:
dRPM (width of the window), G (height of the win-
dow) and RPM0 (starting RPM of the phenomenon)
as seen in figure 1a.

- Random variations were added to the background

DAGA 2022 Stuttgart

441



noise and all order components to maximize realism.

- The bounds of the booming region (shown in figure
1b), established by subjective assessment, were used
to label the sound samples.

Figure 1b marks four random points (1-4) for which the
corresponding simulated signals are shown in figure 2
(Manipulated signal 1-4) along with the original order
profile. For dataset generation, the values of RPM0,
dRPM and G are obtained by uniform random sampling
which leads to a slightly unbalanced distribution of 60-
65% non-booming samples.

a: Hanning window b: Booming and
non-booming regions

Figure 1: Modelling of a booming event as defined in the
G-dRPM space

Figure 2: Booming and non-booming regions for a Hanning

window on a 2nd order profile defined in the G-dRPM space

Methodology
This section briefly describes the modelling technique
used for booming noise classification and for transfer
learning. The booming classification model has the sim-
ulated order profile as input, while its output is the label
prediction of presence or absence of booming.

Convolutional Neural Networks

A Convolutional Neural Network (CNN) is a specific type
of neural network architecture which is commonly used
to classify data with locally correlated features such as
images. The motivation for the use of CNNs in our study
comes from the key advantages of the model architecture
as briefly listed below [9]:

- CNNs facilitate extraction of local features. This
takes advantage of the correlations between adja-
cent features. Since the booming phenomenon is also

present locally, it is intuitive to focus on local neigh-
bourhoods and tune out distant features which may
not have an effect on each other.

- CNNs have a shared (replicated) weights architec-
ture which ensures shift invariance and significantly
reduces the parameters required. Shift invariance
is especially useful when detecting phenomena with
distinctive characteristics which can be witnessed in
different parts of the feature space.

For our work we make use of 1D-CNNs where the 1
refers to the unidirectional motion of the kernels/filters
i.e. along the length of the input vector (vehicle order).

Transfer Learning

In this paper we study the particular case of transfer
learning, transductive transfer learning or domain adap-
tation, in which the same task (booming noise classifi-
cation) needs to be solved across different domains (dif-
ferent vehicle models) [6]. The two transfer learning ap-
proaches studied are described below:

- Fine Tuning (FT):
In this method, a neural network is first trained on
the source domain. The model weights are then
used to initialise a network to be trained on the tar-
get domain. The lower layers which capture more
generic features are retained, while the end layers
are trained further on the target domain [6], [10],
[11]. In our model we fine-tune the fully connected
layers of model trained on the source domain data
while keeping the convolutional layers frozen. Then
as a second step, we unfreeze the whole network to
tune it again on target data. The fine tuning is done

with a learning rate 1
10

th
of the original one.

- Feature Extraction (FE):
In this technique, the lower layers are retained, simi-
lar to fine-tuning. The output of these layers is then
used as input to a completely different model which
is trained from scratch on the target domain [6], [12],
[13]. This new model need not be a neural network.
We chose a Logistic Regression (LR) model for this
step as it works well with limited data availability.

Case Studies
The study involves three vehicle models, namely Ford
Mondeo, Ford Focus and Opel Vectra. Using the pre-
viously explained simulation methodology, we generate
a small dataset with 100 training samples and a large
dataset with 1000 training samples. They are detailed in
table 1.

Table 1: Size of datasets and data-split

Datasets
Data division (Number of samples)
Training Validation Testing

Small
dataset

100 100 500

Large
dataset

1000 100 500
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Performance Benchmarks

We start by establishing accuracy levels which can be
obtained with the small and the large datasets. Since
the performance of deep learning models is known to de-
crease with less training data, in addition to CNNs we
also look into the use of a simpler modelling technique,
namely Support Vector Machines (SVMs) to get a better
performance estimate for the small dataset.

Transfer Learning

To test for the effectiveness of transfer learning, each of
the three vehicle models was used as either the source
domain or the target domain, thus leading to six cases
(source-target combinations) for analysis. The difference
between the domains can be seen from the vehicles’ sec-
ond order profiles as seen in figure 3.

Figure 3: From left to right - Unmodified second order pro-
files (without the addition of a booming event) of Ford Focus,
Ford Mondeo and Opel Vectra

Results and Discussion
Performance Benchmarks

Table 2 shows the test set accuracy obtained when train-
ing and testing the models on the same domain with
small or large training datasets. The maximum accuracy
for each row (indicated in bold) will be used for the final
comparison.

We observe that the majority class (Non-booming) influ-
ences the class predictions resulting in the predominant
part of the errors being false positives. Additional inves-
tigation is needed on ways to reduce this influence.

Table 2: Comparison table for SVM and CNN models on
small and large datasets for the three vehicle models
Table shows test set accuracy as Mean ± Standard deviation
after reruns with ten different initial seeds

Vehicle Dataset
Test set accuracy (%)
SVM CNN

Ford
Focus

Small
dataset

81.0 ± 0 65.64 ± 1.43

Large
dataset

90.40 ± 0 94.22 ± 1.23

Ford
Mondeo

Small
dataset

77.60 ± 0 68.42 ± 3.05

Large
dataset

88.00 ± 0 92.78 ± 0.89

Opel
Vectra

Small
dataset

80.40 ± 0 57.86 ± 11.00

Large
dataset

89.20 ± 0 91.98 ± 1.21

Transfer Learning

The architecture of the CNN model trained on the source
dataset is shown in figure 4. Table 3 shows the accuracy
obtained after transfer learning through either feature
extraction or finetuning for the different source-target
combinations. The best performing model for each tar-
get domain is indicated in bold. We then compare the
accuracy of the best performing baseline models with the
best performing transfer learning model in figure 5.

Since SVM and LR algorithms have convex loss func-
tions, their performance is unaltered by randomized ini-
tialization and result in a unique solution. This can be
observed in the SVM and FE (which uses LR) columns
of tables 2 and 3 respectively, which show a standard
deviation of zero for the algorithms.

Figure 4: CNN model architecture
Blue boxes denote the convolutional layers while green denote
the fully connected layers
Optimization algorithm used: Adam (Learning rate = 0.001)
Activation function used: ReLU (except for output layer
which uses softmax)

Table 3: Summary table of feature extraction (FE) and fine-
tuning (FT) approaches, using a large source dataset and
small target dataset, as tested on all combinations of the three
vehicle models
Table shows target test set accuracy as Mean ± Standard de-
viation after reruns with ten different initial seeds

Source Target
Test set accuracy (%)
FE FT

Ford
Focus

Ford
Mondeo

89.6 ± 0 89.28 ± 0.35

Opel
Vectra

89.4 ± 0 88.66 ± 0.44

Ford
Mondeo

Ford
Focus

88.2 ±0 89.34 ±0.49

Opel
Vectra

87.8 ±0 86.68 ±0.61

Ford
Mondeo

Opel
Vectra

87.8 ±0 88.4 ±0.53

Ford
Focus

89.0 ±0 90.46 ±0.50

DAGA 2022 Stuttgart

443



Figure 5: Comparison of the best performing models under
different data availability conditions for the three vehicles

Conclusions
Convolutional neural networks are effective at booming
noise detection. However, they require relatively large
datasets to train on.

For smaller datasets, the more traditional techniques like
Support Vector Machines perform better. However, their
accuracy remains relatively low.

We demonstrate that transfer learning techniques like
fine-tuning and feature extraction can be used to improve
sound quality prediction in small datasets by leveraging
the information from a similar source domain. Both the
investigated transfer learning approaches result in a sig-
nificant performance enhancement on the target set. The
order of improvement observed in the two transfer learn-
ing techniques is comparable and we do not observe a
clear advantage in using one over the other.

Future Work
In this paper we look at the use of transfer learning from
a labelled source domain with abundant samples to a tar-
get domain with a limited set of labelled samples. In our
forthcoming work, we look at the use of transfer learn-
ing in the context of an unlabelled target domain with
adequate number of samples.

We also aspire to study the source and target distribu-
tions to ascertain the compatibility and select the most
optimal source domain for the transfer.
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