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Introduction
The analysis of vehicle interior noise measurements benefits
greatly from the measurement of engine speed. However,
measuring engine speed requires special equipment and ap-
paratus such as lifting platforms. Speed measurement via
on-board diagnostics also requires an appropriate hardware
interface but then suffers from a drive state-dependent sam-
pling rate of 10Hz at most. These factors prevent effective
analysis of spontaneous sound measurements, since the en-
gine speed is correspondingly missing. Conventional meth-
ods for engine speed estimation make use of correlation anal-
yses. For example, a method on the basis of autocorrelation
is presented in [1] and one on the basis of cross-correlation
in [2]. The accuracy of these methods depends on the band-
pass filter range and the temporal window size. In addition,
stochastically occurring interference effects in the vehicle in-
terior increase the error of the estimation. To overcome this,
a real-time capable engine speed estimator on the basis of
deep neural networks was developed.

Overview of the method
A Long Short-Term Memory (LSTM) is used as network ar-
chitecture. The LSTM is a special version of a Recurrent
Neural Network (RNN) and can map long-term dependen-
cies [3, 4]. The complete methodology for engine speed esti-
mation is shown in fig. 1.

ptotal(t) STFT LSTM ñmot(t)

Figure 1: Flowchart of the engine speed estimation method

The sound pressure measurement ptotal(t) from the vehicle
interior is transformed to the frequency domain using the
Short-Time Fourier Transform (STFT) in a first step. The
sequence of successive frequency spectra forms the input to
the LSTM. The trained LSTM allows an estimation of the
motor speed for each time block of the frequency spectro-
gram ñmot(t) . In the following, the basic working principle
of neural networks, as well as the structure and results of
the LSTM is explained.

Neural network architecture
The basic component of a LSTM is the Artificial Neural
Network (ANN). The basic element of any ANN is the per-
ceptron or node. The structure of a node is based on a
representation of the information processing of the human
brain and is therefore often called a neuron [5]. The com-
ponents of a neuron are input values xk, weights wk, bias
b, and activation function Θ. The connecting elements are
called edges. Mathematically, the processing in the node is

described by Eq. 1.

y = Θ(Wx+ b) (1)

with W =
[
w1, w2, . . . , wk

]
and x =

[
x1, x2, . . . , xk

]T
A large number of nodes are interconnected to model com-
plex tasks with ANNs. A frequently used structure is the for-
ward ANN or fully connected neural network (FNN). A deep
FNN consists of multiple layers each consisting of an arbi-
trary number of nodes. Therefore, the computations within
an FNN can be performed with efficient matrix operations.
The weights define the significance of the individual input
variable. The input of a node in a hidden layer is the linear
combination of shifted and scaled versions of the activation
function of the previous layer. The activation functions used
in this work are the sigmoid function (Eq. 2) and the tanh
function (Eq. 3) [4].

σ(x) =
1

1 + e−x
(2)

tanh(x) =
e2x − 1

e2x + 1
(3)

The tanh function, similar to the sigmoid function, has an
S-shaped course. However, the tanh function also contains
negative values, since it converges to −1 and 1.

Preliminary investigations show that with an FNN the de-
tection of the firing order (FO) in a frequency spectrum is
already possible. However, due to the directional informa-
tion flow in an FNN, the continuous-time progression of the
engine speed is inadequately modeled [7]. As a consequence,
unrealistically high outliers may occur between individual
time steps. For this reason, the method from [7] is extended
to include ANNs with recurrent edges (RNN). Recurrent
edges allow coupling of past information with current input
information [8]. The LSTM cell is a very successful architec-
ture of an RNN according to [9] and [10]. The core compo-
nents of an LSTM structure are the so-called cell-state and
the nonlinear gates, which in turn consist of FNNs. The
structure of an LSTM cell is shown in fig. 2. The operation
of each gate is explained below.

An LSTM cell contains a total of three gates: the forget
gate (f), the input gate (i and ĉ), the output gate (o). In
addition, two separate states exist there, the hidden state h
and the cell state c. The forget gate (f) defines the informa-
tion that is significant in the current sequence on the basis
of the input vector of the current time step (x⟨t⟩) and the
hidden state from the previous time step (h⟨t−1⟩). The sig-
moid activation function compresses the features depending
on the significance to a value between zero and one. The
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Figure 2: Structure of an LSTM cell according to [10, 11]

input gate (i and ĉ) regulates which new information should
be added to the cell state c. The current cell-state (c⟨t−1⟩) is
filtered using a pointwise multiplication with f ⟨t⟩ and subse-
quently by a pointwise addition with the result of the input
gate. The cell state (c⟨t⟩) passes through the tanh activation
function. The new hidden state h⟨t⟩ results from a combina-
tion of the output gate o and the modified cell state. Finally,
the hidden state h⟨t⟩ can either be used as an input for sub-
sequent LSTM cells or be used as the output.
Thus, an LSTM cell contains four FNNs in total. Each of
these FNNs has a weighting matrix (Wf , Wi, Wĉ, Wo) and
the associated biases (bf , bi, bĉ, bo). These are determined
using an iterative supervised learning process. During this
learning process, the parameters W and b are adjusted until
the prediction ŷ matches the expected output y with suffi-
cient accuracy. The quality of the prediction is quantified
with a loss function L, like the mean squared error (MSE)
according to Eq. 4.

MSE =
1

n

n∑
t=1

(yt − ŷt)
2 (4)

The minimization of the loss function is done by the gradient
method according to Eq. 5 or Eq. 6, where the learning rate
α determines the convergence rate of the loss.

Wk = Wk − α
∂L

∂Wk
(5)

bk = bk − α
∂L

∂bk
(6)

The truncated backpropagation through time (TBPTT) is
used to determine the partial derivatives and update the
parameters Wk and bk. The steps of the TBPTT are the
following:

1. One-time initialization of all parameters by small ran-
dom start values

2. Stepwise feeding of the training sequence into the LSTM

3. Calculation and accumulation of partial derivatives
( ∂L
∂Wk

and ∂L
∂bk

) of a subsequence of the length k2 (this

is done every k1 steps)

4. Updating the weights and biases (Eq. 5 and Eq. 6)

5. Repeating steps 2-4 until converging or reaching the
maximum number of designated epochs

The partial derivatives are expressed in each step backwards
using the chain rule by partial derivatives of the edges in-
volved [12, 13]. A more detailed explanation of TBPTT can
be found in [10, 14, 15]. In this work, the Mean Average
Percentage Error (MAPE) over all sequence steps n is cal-
culated as the evaluation parameter of the model [16].

MAPE = 100 ∗ 1

n

n∑
t=1

∣∣∣∣yt − ŷt
yt

∣∣∣∣ (7)

After the training dataset is fully loaded once (one epoch),
the parameters are updated and a validation dataset is
loaded to evaluate the training process for overfitting or un-
derfitting. To avoid overfitting, the weights and biases of
some nodes are not updated during training. This tech-
nique is called dropout. Nodes are selected stochastically
and after each epoch [17].

Database
Interior noise measurements of nine vehicles (exclusively
four-cylinder engines) during real driving conditions are
available for learning and testing different network architec-
tures. The sound measurements are recorded at the driver’s
and passenger’s ear positions. Gasoline and diesel engines
are equally represented. The measurement matrix includes
acceleration runs as well as runs at a constant speed. The
result is a total of 547 measurements with an average du-
ration of 45 s. 60% (329) of the entire data set is used for
training, and the remaining 40% for validation and testing
equally.

Creation and training of the neural network
When selecting a suitable signal preprocessing as well as net-
work architecture, a large number of hyperparameters arises.
The parameters include the block overlap of the Fourier anal-
ysis, the dimension of the input spectrogram, as well as the
actual hyperparameters of the network like number of layers,
learning parameters, or the cost function. The estimation of
the motor speed can be considered either as a classification
or a regression problem. In the classification approach, the
task of the network is to classify frequency blocks into the
classes according to the excitation in Firing-Order (FO) ex-
cited or not FO excited. This approach was investigated in
a previous study [7]. The advantage of this approach is that
the classification problem is intuitive and easy to describe.
However, the resolution of the engine speed estimation is lin-
early dependent on the frequency resolution and other infor-
mation contained in the spectrogram is not considered. The
regression approach is based on a regression model. This
implicitly means that the network must also detect the fir-
ing order, but also that information is extracted from the
energy distribution of the spectrogram. This leads to higher
accuracy of the model. The parameter variation of the in-
vestigated RNN is presented in the following.
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Firstly, the spectrogram with a frequency resolution of
5.38Hz serves as input variable of the RNN. Secondly, the
spectrogram is normalized for each timestep using the min-
max scaling:

xnorm =
x− xmin

xmax − xmin
(8)

Lastly, the data is processed by the RNN. The most signif-
icant parameters are the hyperparameters of the RNN and
the definition of the temporal as well as the spectral size
of the input sequence (the spectrogram). These are deter-
mined via a parameter study. The learning rate α is constant
for the subsequent comparisons. First, the complexity of the
RNN is varied increasing the number of LSTM cells in an
LSTM Layer or the layer number of the FNNs in the LSTM
cells. Fig. 3 shows the result of RNN variation. For easy
illustration, the architectures are shown by the number of
weights that can be trained.
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Figure 3: MAPE versus the number of trainable weights

It can be seen that an RNN with less than 5000 weights
leads to a high MAPE and is therefore unsuitable. The ac-
curacy increase converges with increasing model complexity
and reaches an MAPE of 4.18% with 243,000 weights, and
an MAPE of 8.56% starting with 9,400 weights. Our best
trade-off between complexity and computational accuracy is
achieved with an RNN comprising of 14,421 trainable pa-
rameters. This RNN serves as a basis for further parameter
variations. Besides the complexity of the network, the di-
mension of the input sequence is important. In the parame-
ter study (see fig. 4), the sequence duration in seconds, the
upper cut-off frequency, and the block overlap are varied.
The result of the variation is shown in fig. 4:

The variation contains a total of six parameter combina-
tions. It can be seen that all combinations except one have
the lowest MAPE at a cutoff frequency of 300Hz. Up to
an engine speed of 4500 rpm, this frequency range includes
at least the fourth engine order. However, the larger the
frequency range is, the lower the calculation accuracy. The
best result is obtained with a sequence length of two seconds
regardless of the block overlap. Our final RNN consists of
two LSTM cells and one FNN as the final layer. The second
LSTM-layer takes all the hidden states of the first LSTM-
layer as inputs for the respective time step. The FNN takes
only the hidden state at the end of the given sequence to
compute the engine speed. The sequence duration is set
to 2 s, and the block overlap to 50%. At the same time,
the frequency range is restricted from 20Hz to 300Hz. The
specifications of the final RNN are summarized in table 1.
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Figure 4: Variation of input sequence dimensions with constant
RNN architecture (14,421 trainable parameter).

Table 1: Specifications of the RNN for engine speed estimation

Level Architecture Dimensions Parameter
1. LSTM 21, 30 10320
2. LSTM 20, 0 4080
3. FNN 1, 0 21

Fig. 5 shows the course of the characteristic values MSE and
MAPE over the learning process.
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Figure 5: MSE and MAPE

Our RNN shows good stability during the learning process
with a low MAPE of 6.1% and 6.4% for the training and
validation data set respectively. The learning process is
terminated after 29 epochs as the MSE for the validation
data converges. Until then, a continuous improvement
of the MAPE can be observed for both the training and
validation data. To check the generalizability, the model
is tested with the test data set as well as another vehicle
interior measurement during a city drive. The test data set
yields an MSE of 100 and an MAPE of 6.79%. Overfitting
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can be ruled out because there is no significant difference
between the MSE and MAPE of training, validation, and
testing.

To show the applicability of our developed model, the RNN
model was converted to a TensorFlow Lite model and was
integrated into a custom-developed mobile application. In
fig. 6 the result of a real-time calculation on the basis of a
vehicle interior noise measurement during a city drive is de-
picted. For illustration, the frequency is converted to engine
speed. The yellow area is defined by the FO.
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Figure 6: Spectrogram of a vehicle interior noise measurement
during a city drive with an Opel Corsa D (diesel)

In this example, the engine speed is between 1100 rpm and
2250 rpm and the corresponding FO is 37Hz and 75Hz. The
model manages to track fast load changes and gear changes,
even though these phenomena are not included in the train-
ing data. Only a slight latency can be detected when the
torque is suddenly reduced since the database does not in-
clude run downs or gear shifts. Adding new measurements
or reversing the existing measurements may alleviate this
small inaccuracy.

Summary
In this paper, the theory of RNN, especially the LSTM cell,
is explained in detail. A useful application of an RNN is
shown in engine speed estimation. The final RNN achieves
an MAPE of 6.79%. The model shows good applicability,
which is also evident in the custom-developed mobile appli-
cation. Future work will include extending the database and
testing new loss and cost functions.
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