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Abstract

As part of the HUMAINE (HUMan centered AI NEtwork)
project, we are developing and evaluating methods for
privacy-preserving automatic speech recognition (ASR)
and natural language processing (NLP), focusing on the
use case of automated, structured documentation of nurse-
patient interviews.

This paper firstly describes the training and evaluation for
our German-language end-to-end model, which is based on
a convolutional recurrent DNN model and optimized using
sequence-to-sequence learning, achieving a word error
rate below 8% for an open-vocabulary task. The small
memory footprint of our model allows for the recognizer
to be executed on a desktop computer, enabling privacy-
preserving, purely local speech transcription.

Secondly, we describe our initial NLP experiments for
transforming text to structured information, based on
an own labeled dialogue dataset, covering five thematic
question-answer pairs of everyday dialogues. We evaluate
different machine learning algorithms for grouping dia-
logue snippets to topics, seeing solid classification results
for multiple models. Next, supported by health experts,
we will create a database of realistic nurse-patient dia-
logues, containing information to fill in a specific pro-
fessional patient admission form, to evaluate our NLP
model.

Within this contribution, we detail the concept and per-
formance of our ASR and NLP system.

Introduction

According to the latest Barmer Report from 2021, the
number of people requiring long-term care in Germany is
rising steadily. It is predicted that there will be a shortage
of up to 180,000 caretakers and nurses in Germany by
2030 [17]. This results in an increased workload for the
remaining caregivers. While the main task in this job
is of course the patient care itself, the documentation of
work processes and of medically relevant information also
requires significant time and effort. Thus, the already
scarce time for caretakers is diminished even more. Sev-
eral efforts and concepts already aim to support nurses
and caretakers in the documentation processes, but docu-
mentation time is still high. The goal of our project is to
develop a spoken-language-based assistance system that
will facilitate the documentation work for caregivers.

Resulting from the use case, there are several technical
requirements that need to be addressed. The most im-
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portant one is privacy. Therefore, it would be ideal to
create a system that can be run on a local computer in
a care-taking facility. But, somewhat in contrast to this,
from a performance point-of-view, we need to ensure that
the model is re-trainable in order to adjust to changes in
speaking style, to accents and to evolving vocabularies.
Combining this requirement with the need for privacy, we
conclude that ideally, our model should to be usable in a
federated learning environment (e.g. [12]).

Federated learning means that the model is retrained
on a client’s computer and only model parameters are
synchronized with a server and no private data leaves
the client’s computer. This setup leads to a need for a
small memory footprint of the model, because the model
parameters need to be transmitted multiple times. On
the other hand, since our system must be applicable for
natural nurse-patient dialogues, a large-vocabulary system
is needed. In order to address those requirements we
choose SpeechBrain [16] as our ASR training and inference
framework. SpeechBrain provides a comprehensive ASR
library with an active community and a wide variety of
pretrained models. Together with this paper, we also
contribute our resulting German ASR-model.

Privacy-preserving German ASR
In the first part of this paper, we will describe our speech
recognition system.

System design

At its core, our ASR system is a German version
of the sequence-to-sequence model trained in the Lib-
riSpeech recipe of SpeechBrain[16]. It uses the end-to-
end convolutive-recurrent-deep-neural-network (CRDNN)
topology, cf. [16, 23]. As input features, we use 40 Mel-
filtered short-time Fourier-transform magnitudes with
nppr = 400, a window length of 25 ms, a hop-length of
10ms and a sample rate of 16 kHz. Our model has 5,000
output tokens, which were learned on the training set
using the SentencePiece tokenizer[20, 11]. We used the
default data augmentation with additive noise ([0, 15] dB
signal to noise ratio) and SpecAugment[14] to obtain
greater noise and reverberation robustness. Learning rate
scheduling is controlled via the validation Word-Error
Rate (WER) and models are trained for 40 epochs on 4
Nvidia-V100 GPUs. No language model is included at
this time. Our source code! for preprocessing and training
and the resulting best models are provided online 2.

lhttps://github.com/rub-ksv/asr-crdnn-german.git
2https://huggingface.co/jfreiwa/asr-crdnn-german
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Databases

We selected our databases based on the work in [13].
Specifically, the ASR model was trained on the German
subsets of Spoken Wikipedia Corpus (SWC), the M-AI
Labs Corpus (MAI) and version 6.1 of Mozilla Common
Voice (MCV) [3, 22, 2]. We divided each database into
90% training, 5% validation and 5% test data. The train-
ing and validation subsets were joined across corpora, but
the tests sets were always evaluated separately.

In order to merge the databases, all audio files were
converted to a sampling rate of 16kHz. We normalized
the annotations by replacing German Umlauts and all
other non-ASCII symbols. Furthermore, we deleted the
punctuation and removed all utterances with a duration
shorter than 100ms or longer than 20s.

Experiments

To find the optimal configuration, we evaluated differ-
ent training settings. Firstly, a baseline experiment was
carried out, which is parameter-compatible—i.e., which
possesses exactly the same model topology, allowing for pa-
rameters to be exchanged—with the English LibriSpeech
recognizer of SpeechBrain.

Secondly, we performed transfer learning (TL) where
we used the English LibriSpeech encoder parameters
as initial parameters for our training. The encoder-
parameters were inherited from the huggingface model
speechbrain/asr-crdnn-transformerlim-librispeech and con-
tain Convolutional Neural Network (CNN) and Recurrent
Neural Network (RNN) weights.

Thirdly, we worked on reducing the parameter count and
complexity of the model by changing the RNN topol-
ogy from bidirectional to unidirectional (denoted as U-
CRDNN in the results table). This modification comes
with a second advantage, namely, that it would also allow
for online transcription.

To test the statistical significance of performance improve-
ments with respect to the baseline, we implemented the
statistical test for ASR performance evaluation that is de-
scribed in [4]. Tt uses a bootstrapping algorithm to given
an estimated probability of improvement based directly
on the WER per utterance.

Results

The WERs of our systems are shown in Table 1. The
columns show the performance on the three different
databases and on average. For the total WER we calcu-
lated the probability of improvement over the baseline
as described above. A significant improvement, with
p < 0.01 is indicated by an asterisk.

As can be seen, the TL model outperforms the baseline
system by a small but statistically significant extent. In
contrast, the U-CRDNN model is far below the baseline
performance, neither of which is unexpected. In TL, train-
ing is started from CNN filters that are already optimized
for speech recognition. In contrast, the change of topology
in the U-CRDNN not only reduces the parameter-count,
but it also removes the look-ahead path of the encoder,
leading to the observed loss of performance.

Table 1: Word Error Rate (WER) [%] of the considered
ASR systems, evaluated on all test sets. The star indicates
statistical significance of improvements with p < 0.01 wrt. the
baseline. (TL: transfer learning, U: unidirectional)

| MCV  MAI SWC | Total
CRDNN | 801 542 8.60 | 7.42

TL-CRDNN | 7.85 543 823 | 7.24*
U-CRDNN | 12.45 11.09 19.91 | 14.27

Natural language processing system

The second part of this paper covers the transition of
the ASR-transcribed text into structured information.
For this part of the work, we generated our own dataset,
trained different Machine Learning (ML) models and
compared accuracies to pre-select promising models for
the pending use case in medical care. We aim to get
an indication whether it is possible to train small-scale
classification models to match medical text into proper
document categories. Furthermore, we want to investigate
whether classical machine learning architectures provide
good performance in classification, even on our small
training set sizes.

Data

For our initial NLP experiment, we wrote and labeled 35
nurse patient interviews (question-answer pairs). These
fictive dialogues should represent an everyday conversa-
tion and cover five different topics, such as sleep quality,
mood, nutrition, arrangement of appointments, and small
talk (or other content that is not pertinent for the tar-
get application). The questions as well as the answers
were manually assigned to one of the labels. In order to
achieve variation and diversity in the data, the dialogues
were written by several authors. An example for such an
question-answer pair is: A:”Wenn Sie auf einer Skala von
eins bis zehn ihre Stimmung beschreiben wirden, wie wdre
Ihre Beurteilung”, B:”Ohne lange nachzudenken - eine
Zwei”. In total, we created 168 of these question-answer
pairs resulting in 336 well balanced labeled text snippets.
Prior to the training of the ML models, the data were
preprocessed. First the textual data was adapted to the
outcome format of the ASR. Thus, we transformed the
text into lowercase format, removed punctuation marks
and special characters and converted German umlauts.
Further, we removed stop words listed in the spaCy pack-
age and further performed lemmatization using spaCy [10]
models.

ML Design

For our initial set of experiments, as presented in the
following, we trained and tested supervised ML algorithms.
Pre-trained NLP models and deep-learning architectures
such as transformers will be applied and tested in the
next project phase. The ML algorithms that we trained
and compared are the following: multinomial logistic
regression (MLR), k-nearest neighbors (KNN), support
vector machines (SVMs) [6], random forest classifiers
(RFCs) [5] and the naive Bayes (NB) [19] classifier. Prior
to model training, we extracted the text features using
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a bag-of-words approach. Other approaches, based on
word embeddings, will be implemented next. For the
identification of the best performing hyper-parameters,
we performed a model-wise grid search. For this purpose,
the train/test split was set to an 80:20 ratio and k-fold
cross-validation with five folds (k=5) was applied. For
training, we employed scikit-learn [15].

Statistics

To compare the performance of the different ML ap-
proaches, we applied an Anova [18] to calculate statistical
significance levels among the models. For this purpose,
using the best performing hyper-parameters of the grid
search, we retrained the model on the dataset 5 times,
using 2-fold cross-validation (5x2 CV) [7], which results
in ten accuracies per model. Based on that, we tested
for normal distribution and variance homogeneity to ver-
ify that the requirements for the statistical analysis are
satisfied. Subsequently to the application of the Anova,
we used the Tukey [1] post-hoc test to check the signif-
icance level among the ML models. This type of (5x2)
cross-validation was suggested specifically for assessing
the outcomes of ML models, as it is capable of measuring
variation that is caused by the choice of training set [7].

Results: topic classification

After model-wise hyper-parameter optimization, we
achieved similarly high mean accuracies of our 5-fold
cross-validation for several ML models. These are the
RFC, NB, SVM as well as the MLR, which all achieve a
mean accuracy of 0.79 on the test data, see Table 2. The
RFC showed the best cross-validation score on the train-
ing set with 0.85, but its performance drop on the test
data may hint at some overfitting. Among the considered
methods, the KNN classifier was the only one that did
not show a reasonable classification performance on the
test set.

Table 2: Accuracies of different ML methods. First row:
accuracy of 5-fold cross-validation on training data. Second
row: accuracy on the test data.

| RFEC NB SVM KNN MLR
5-fold CV | 0.85 081 083 0.71 0.84
Test | 0.79 0.79 0.79 0.62 0.79

The resulting accuracies of the 5x2 cross-validation for
the analysis of the statistical significance are presented in
Figure 1. While the median performance of the KNN is
just 0.63 and the SVM median is 0.72, the medians of the
other models are close, all at about 0.80 (RFC: 0.80, NB:
0.79 and MLR: 0.78). The Shaprio-Wilk [21] test indi-
cates that the accuracies of the models can be reasonably
approximated by a normal distribution. Furthermore, the
homogeneity of variances was tested by applying Levene’s
Test [8], showing that equal variances can be assumed
(p = 0.52). Thus, the prerequisites for the Anova were
fulfilled [18].

The Anova test showed some highly significant differences
among the approaches. The results of the post-hoc Tukey
test are given in Table 3. The null hypothesis Hy was
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Figure 1: Boxplots showing the accuracies of the 5x2 cross-
validation for all tested ML approaches.

that there are no significant differences between the ML
models. This hypothesis was rejected in most cases, but
not when comparing MLR and NB (p=0.96), MLR and
RFC (p=0.71), or NB and RFC (p=0.97). All other tests
show highly significant differences between the compared
approaches.

Table 3: Post-hoc Tukey test, comparing ML models pairwise
to identify significant differences.

groupl group2 ‘ p-adj reject Hy
KNN MLR 0.00  True
KNN NB 0.00  True
KNN RFC 0.00 True
KNN SVM 0.00  True
MLR NB 0.96 False
MLR RFC 0.72  False
MLR SVM 0.04  True
NB RFC 0.97  False
NB SVM 0.01  True
RFC SVM 0.00  True

Summary and future work

In this work we have introduced and evaluated designs for
two subsystems needed in the structured documentation of
nurse-patient interviews. We aimed for low memory foot-
prints at a high performance. In addition, the ability to
integrate federated learning on the text-to-speech model
offers the perspective of a further privacy-preserving de-
velopment and deployment of the system.

Our German ASR model, implemented on the basis of
the SpeechBrain framework, achieves a WER below 8%.
For this model, we are releasing the parameters and the
code together with this paper. In future work, we plan to
test the influence of linguistically informed tokenizers on
the model performance. Moreover, we are developing an
environment for federated training of our model. At the
time of writing, there is one framework [9] that performs
federated learning based on flower and SpeechBrain, which
can form a starting point for this work.

For the NLP part, we tested different ML models to get a
first impression of the capabilities of classical ML pipelines
in classifying questions-answers pairs for automatic form
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filling. Even with the small database of self-created dia-
logues, we obtained reasonable accuracies. Thus, these
low-footprint model architectures could also be fitting in
constrained-resource settings, and it may be interesting
to evaluate them again on the basis of a larger database.

Among the NLP models, the RFC showed the highest
difference between training and testing scores, whereas
the NB classifier had the most stable performance. As the
higher differences in training and testing accuracies may
indicate a degree of overfitting, the NB classifier could be
the best choice for further investigations along these lines
of resource-efficient NLP. In the next step, we are planning
the implementation of deep learning architectures, such as
RNNSs or transformers, and will further focus on word and
sentence embeddings, obtained e.g. via word2vec, BERT
or RoBERTa.

In addition to this, in the context of the HUMAINE
project, we are also designing a demonstrator system to
receive early feedback of potential users and, on this basis,
to follow a human-centered design strategy. As a part of
this, we are working on a web application that allows for
use and also for retraining of the models in an accessible
way. This includes the possibility for users to participate
in federated learning to improve the model with their data.
For this purpose, we will also investigate the possibilities
of using SpeechBrain in federated learning as we did with
other frameworks earlier [24].
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