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Abstract

Agricultural field management can directly affect biodi-
versity in rural areas. Reduced pesticide application in
arable fields has been hypothesized to promote bird and
bat activity in the fields because food sources such as
weed seeds and insects may be more abundant. Addi-
tionally, structural elements such as hedgerows in the
surrounding landscape can serve as nesting habitats and
flight corridors. Audio sensors can be easily installed
at various locations and provide a largely autonomous,
non-invasive technique for biodiversity monitoring un-
der field conditions. Al-driven audio analysis methods
allow to detect characteristic sound events associated
with particular animal species. In this paper, we ex-
plore state-of-the-art deep-learning based audio analysis
methods such as convolutional neural networks and pre-
trained audio embeddings for bird and bat activity detec-
tion and classification in audio and ultrasonic recordings.
Our recordings were derived from AudioMoth devices in-
stalled in the framework of a designed, large-scale exper-
iment comprising arable fields with different field man-
agement intensities and landscape surroundings. The ap-
plied methods allow for a detailed analysis of long-term
audio recordings in order to draw conclusions on the in-
fluence of different agricultural field management on local
biodiversity. We show that Al-based audio monitoring is
a promising tool for non-invasive long-term large-scale
biodiversity assessment.

Introduction

Biodiversity measures the variety of plant and animal
life. Its protection is a central focus in current research
and political agendas. In rural areas, biodiversity is af-
fected by agricultural intensification and landscape sim-
plification. Structurally simplified landscapes and inten-
sive agricultural management practices such as pesticide
application can lead to reduced abundance and diversity
of birds and bats.

Audio monitoring is a well-established method in ecologi-
cal research. When compared to other sensory modalities
such as vision, acoustic signals can be recorded regard-
less of the time of day, the relative position of the sound
source to the microphone, as well as possible obstacles
in the recording path. Despite these advantages, several
general challenges need to be considered that complicate
an automatic detection recognition of sound events. En-
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vironmental sounds including animal vocalization exhibit
diverse temporal-spectral characteristics and often com-
bine transient-like, noise-like, as well as harmonic signal
components. Furthermore, sound events of interest range
from very short durations (e.g., bat calls) to long sound
events with ambiguous temporal boundaries. Due to the
complex and often unstructured nature of environmental
sound scenes, the recorded audio signals often include
mixtures of simultaneous sounds both in the foreground
and in the background. Additionally, the detection of
bird songs and bat calls requires to analyze both the au-
dible as well as the ultrasound frequency range.

Energy-efficient audio sensors such as the AudioMoth [1]
allow to perform field recordings over the course of sev-
eral days and weeks. Here, we employ an offline anal-
ysis approach, where we use Al-driven machine listen-
ing algorithms to analyze field recordings for the ab-
sence/presence of birds and bats. Such algorithms have
made significant progress in the last decade in the con-
text of deep learning [2]. The algorithms allow to learn
task-specific audio representations based on a large num-
ber of annotated audio recordings of particular animal
vocalizations [3]. Bird activity detection has been a par-
ticular focus in this research. A general approach is to
train convolutional neural networks (CNN) to recogize
characteristic frequency contours in time-frequency au-
dio representations such as spectrograms [4].

As the main contributions of this work, we compare and
evaluate different audio signal representations and statis-
tical modeling approaches for bird and bat activity de-
tection. Second, we present initial results of a large-scale
study for bird and bat activity detection and explicitly
test hypotheses related to agricultural management in-
tensity and landscape structural attributes.

Study aims and hypotheses

The study was conducted within the framework of
the FINKA project!, a large-scale, long-term research
project funded by the German Federal Ministry of
Environment (BMU/B{N, Bundesprogramm Biologische
Vielfalt). The project consists of a network of pairs of
conventionally and organically managed arable fields in
Lower Saxony (Northern Germany). Each conventional

IResearch was done as part of the “FINKA” research project:
https://finka-projekt.de/.
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field was split at random into two halves; on one half-
field, herbicides and insecticides were replaced by me-
chanical weed control, while the other field served as an
unmanipulated control, yielding the following three treat-
ments: (i) organic (Org); (ii) conventional (Con) and (iii)
pesticide-reduced (MF), i.e. conventional with no insecti-
cides, and herbicides replaced by mechanical weeding.

We hypothesized that field management type influences
bird/bat activity.

Audio Recording Procedure

In June 2021, large-scale audio recordings were con-
ducted in 9 different regions in Lower Saxony (Germany).
In each region, audio devices were installed in the cen-
ter of arable fields of the three management types (Con,
MF, Org). The AudioMoth devices were used for time-
scheduled audio and ultrasonic recordings. Bird songs
were recorded in the morning and bat calls were recorded
at night?. A total of 4876 five-minute recordings were
captured at a sample rate of 32 kHz (total duration:
around 16.9 days). Bat calls were recorded in the evening
at a sample rate of 250 kHz. A total of 4578 five-minute
recordings with a total duration of 15.9 days were cap-
tured.

Feature Extraction & Modeling

We approached both the bird and bat activity detec-
tion as a binary classification task on a frame-level. For
the bird activity detection, we compared two approaches.
In the first approach (denoted as Bird1l), we used pre-
trained OpenL3 embeddings [5] (“linear” input represen-
tation, “environmental” model, 512 embedding dimen-
sions) with a temporal resolution of 0.25 s as acoustic
features. After standardization to zero mean and unit
variance, a linear Support Vector Classifier (SVC) was
trained to predict the bird activity on a frame-level.
In the second approach (denoted as Bird2), we down-
sampled the audio recordings to a sample rate of 22.05
kHz and computed mel-spectrograms using a window
length of 2048 samples (92.9 ms), a hopsize of 1024 sam-
ples (46.4 ms), and 128 mel bands. We then converted
each recording into a stack of uniform-length spectro-
gram segments (patches) of 20 frames duration (0.93 s),
which were extracted without any overlap. These patches
were used as an input to a convolutional neural network
(CNN) with residual connections similar to the “CNN420
Resnet Architecture” [6]. Again, we standardized the fea-
tures along each frequency bin. Figure 1 illustrates both
feature representations for a 20 s long excerpt from a
recording with bird singing.

The ultrasonic recordings used for bat activity detec-
tion had a sample rate of 250 kHz. Because of the very
short nature of bat calls, we applied a Short-time Fourier
Transform (STFT) with a hop length of 256 samples (1
ms) and a window size of 2048 samples (8.2 ms) and
used the log-scaled magnitude spectrogram as feature.
Furthermore, we only focused on the frequency range

2The exact recording periods for birds and bats were 2:30 am -
6:30 am (UTC time) and 7:00 pm - 11:00 pm (UTC time), respec-
tively.
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Figure 1: Excerpts (20 s) of bird singing activity. OpenL3
embeddings (Birdl) is shown in the top figure, mel-
spectrogram (Bird2) is shown in the lower figure.
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Figure 2: Excerpt(2 s) from STFT magnitude spectrogram
(Bat) of a segment with seven bat calls.

between 10 kHz and 50 kHz, which combines the up-
per audible frequency range and the lower ultrasonic fre-
quency range. An example of this feature representation
(denoted as Bat) for a recording with seven bat calls is
shown in Figure 2. Similarly to the Bird2 approach, we
extracted spectral patches of 500 frames duration (0.5 s)
and 50 % patch overlap. These patches were processed
by a CNN model, which had a front-end of two pairs of
convolutional layers with 32 and 64 filters of shape 3 x 3,
and intermediate batch normalization and ReLU activa-
tion function. After each convolutional layer pair, a 3 x 3
max-pooling operation was applied to gradually reduce
the time-frequency resolution of the input feature in or-
der to learn more abstract feature representations. After
a global average pooling, two final dense layers with 128
units and 1 unit with a final sigmoid activation function
were used to obtain the patch-level bat activity estimate.
A dropout layer with a ratio of 0.25 was added between
the final dense layers for to regularize the neural network.

Datasets

We used different training and test set configurations for
the evaluation of the bird and bat detection systems. For
the configuration Birdl, we only used a small training
set including 40 files of five minute duration each. These
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Figure 3: Confusion matrices for Bird1 configuration.

files were selected from the (& 5 min) recorded with Au-
dioMoth and were weakly annotated by providing an ac-
tivity label on a recording level instead of a frame-level.
No data augmentation was applied here. By using only a
small dataset which stil represented the acoustic record-
ing conditions well in the targeted scenario, we aimed to
evaluate the OpenL3 embeddings, which were pre-trained
with a very large and diverse training data set.

In the evaluation of the configuration Bird2, we used
the three publicly available datasets Bird VoxDCASE20k,
ff1010bird, and warblrb10k, which include field record-
ings at different recording locations. These datasets
were used in the DCASE 2018 Bird Audio Detection
challenge task®. In total, we used 35690 ten-second long
audio recordings, which were weakly annotated with
activity labels on a recording level. During training, we
used strong data augmentation by randomly select grid
distortion, SpecAugment, RandomErasing, and MixUp
(see [6] for details) to increase the data variability and
the model robustness to novel acoustic conditions. Since
the CNN network architecture needs to be trained “from
scratch”, the amount of training data used here was
several orders of magnitude larger compared to the
Bird1 configuration.

For the Bat configuration, our training set included 52
five-minute long ultrasonic recordings taken using the
AudioMoth device. Again, these recordings were weakly
labeled. Since bat calls commonly have a very short du-
ration in the millisecond range, using weak annotations
potentially introduces incorrect annotations on a patch-
level. Again, no data augmentation was used. Com-
pared to the Birdl and Bird2 configurations, having to
train a model using a small training set without any pre-
training poses the hardest training objective. However,
while bird singing naturally overlaps with other natural
sound sources in the audible frequency range, only a few
other sound sources such as crickets or shrews potentially
overlapped with bat calls in the lower ultrasonic range.
Hence the detection of bat calls based on their distinct
temporal-spectral contour shapes (compare Figure 2) was
expected to be a simpler task compared to bird singing
detection.

Shttps://dcase.community/challenge2018/
task-bird-audio-detection
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Figure 4: Confusion matrices for Bird2 configuration.
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Figure 5: Bird activity in response to agricultural man-
agement. Con, conventional; Org, Organic; MF, pesticide-
reduced. The bird activity was smaller for MF and Org
than for Con, but the difference was not significant (N = 25,
p>.1).

Activity Detection Performance

As shown in Figure 3 and Figure 4, both bird activity de-
tection configurations performed well with F-score values
of F' = 10.93 and F = 0.95, respectively. The confusion
matrices demonstrate the general class imbalance in both
settings, where more data instances are annotated with
bird activity than with absence of bird singing. The
CNN-based approach Bird2 slightly outperformed the
simpler classifier Bird1l which relies on pre-trained audio
embeddings. The accuracy for the bird class increased
from 0.91 to 0.97 while the accuracy of the no-bird class
dropped from 0.87 to 0.8. The Bat configuration achieved
a patch-level accuracy of 0.79. However, we believe that
due to the short duration of the bat calls, an event-level
detection metric should be used in future work.

Species Activity Results

Given our initial research questions, we applied the two
models Birdl and Bat to estimate the frame-level ac-
tivity for the bird and bat recordings, respectively. We
measured the bird activity in a given audio recording as
the ratio between the time frames classified as “active”
and the total number of time frames. Due to the short
duration of bat calls, we applied a peak-picking algorithm
to count the number of calls per recording, which we fur-
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Figure 6: Bat activity in response to agricultural manage-
ment; see Figure 5 for abbreviations. Both the treatment and
organic category had significantly lower bat activity counts
than the conventional one (N = 25, p < .001).

ther used as a measure of bat activity.

We averaged bird and bat activity over all recordings for
each recording location and analyzed the data using the
open-source software R with package glmmTMB using
generalized linear mixed-effects models with fields as ran-
dom effects and management as fixed effect. Bird activity
was analyzed using a betabinomial family with logit link;
for bat activity, we used a negative binomial model with
a log link. Raw data and their distributions are shown in
Figure 5 and Figure 6. In contrast to our expectations,
the agricultural management treatments had no signifi-
cant effects on the bird activity. Bat activity was lower
in organic fields compared to conventional and pesticide-
reduced fields. A possible reason may be that tractor
tracks are used as potential flight corridors facilitating
bat flight navigation.

Conclusion

In this paper, we compared three different approaches for
bird and bat activity detection. The results show that
Al-driven audio monitoring algorithms allow to measure
species activity based on typical vocalizations. Such
automatic methods can support ecological research by
allowing large-scale data analysis experiments. In the
field of bioacoustic monitoring, several challenges remain.
First, creating strongly annotated datasets is a labor-
intensive task and requires expert knowledge. Weak an-
notations require less work but introduce potential label
noise if spectrogram patches are processed. In particu-
lar for bird audio detection, background noises such as
climate sounds or nearby vehicles can interfere and thus
complicate the detection in the audible frequency range.
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