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Introduction
Piles are the state-of-the-art foundation technique for off-
shore wind farms. To bring the pile to its dedicated pen-
etration depth, percussive pile driving is usually used.
Each hammer strike leads to a vibrating pile emitting
pressure waves into the water and soil. These emissions
can reach sound pressure levels in the water that are po-
tentially dangerous to the marine fauna. Therefore, lim-
its for the broadband Sound Exposure Level (SEL) apply
in several countries. Furthermore, a source spectrum of
the emitted sound is often necessary for a detailed en-
vironmental assessments considering different species of
wildlife. The broadband SEL at 750m pile distance can
be assessed with numerical or empirical models. How-
ever, a source spectrum close to the pile (10m), usually
provided as a one-third octave band spectrum of the SEL,
is not as easily generated by empirical models. Numer-
ical approaches to simulating the SEL have matured in
the past years and yield very precise results, yet they can
be computationally demanding.

Recent advances in deep learning (DL) techniques have
sparked various advances across many fields of science [5].
In the area of vibrations and acoustics, applications range
from noise and sound pattern detection [9], acoustic scene
classification [2], meta material design [6], uncertainty
analysis of experimental measurements [7], to name just a
few among many [3]. Typically, DL methods are utilized
in situations where (i) accurate mathematical models are
in-existent [9], (ii) where nonlinear and high-dimensional
relationships need to be discovered in large data sets [7],
and (iii) when physics-based computations are too costly
and precision requirements are mediocre [8].

This work proposes a physics-assisted learning strategy.
Training data is generated by physics-based simulations
of a finite element modeling (FEM) approach for pile
driving noise as described in [10], considering the follow-
ing parameter variations: The radius of the pile, its wall
thickness, the length, penetration depth, stick out and
water depth were all varied within frequently encoun-
tered ranges. Furthermore, the layer thickness of the
soil and the corresponding compressional wave speeds
are varied. Each model run had a different pile head
excitation that were taken from optimization runs con-
ducted to optimize the shape of the ram weight, within
the scope of the silent hammer project [4]. Those pa-
rameter variations and the excitation will be referred to
as the pile driving scene hereafter. DL models are then
trained on the FEM data for approximating the func-

tional relationship between the scene description and the
1/24 octave band spectrum of the SEL emitted by the pile
and evaluated at 10m distance from the pile center-line.
The spectrum is derived by averaging the sound expo-
sure over the water depth. Particularly, this work aims
at parameterized scene descriptions, i.e. a neural archi-
tecture that consumes the pile geometry (wall thickness,
radius, pile length, stick-out and penetration length) and
the compressional wave speed as a function of the depth
dimension as inputs. The fully trained model can then be
used to predict the spectrum of the SEL for a pile of dif-
ferent geometry located in a different environment (wave
speeds) and excited by a different signal. This degree of
generalization requires large data sets of significant vari-
ance in order to learn abstract patterns.

The work is structured as follows: Section Methods in-
troduces the numerical and neural models. Section Re-
sults reports an exploratory data analysis and evaluates
the model training process and predictions. Computa-
tion times are compared before Section Conclusion gives
a conclusion and outlook for future work.

Methods
Data generation through numerics
The FEM pile driving noise model used for the data
generation is set up as follows: The considered geometry
of the pile is used together with the actual water depth
and soil profile. To account for the energy loss due to the
actual driving process and non-linear loss mechanisms
in the interaction of pile and soil, Rayleigh Damping is
used within the embedded part of the pile. The soil is
modeled with linear-elastic layers of varying thickness
and material parameters. Infinite elements are applied
at the radial and lower ends of the soil to prevent
artificial reflections. At the sea surface a zero pressure
boundary condition and at the radial end of the water
domain a mixed Dirichlet-Neumann type boundary
condition are used. The pile head excitation is defined
as a velocity boundary condition at the pile head. For a
detailed validation of the modeling approach, see [10].

Exploratory data analysis
This paragraph gives an overview on the type of data and
its characteristics that is used for training. One repre-
sentative data sample is discussed hereafter. First, Fig-
ure 1 depicts the depth-dependent parameterization of
the scene, i.e. the compressional wave speed c, the pile
wall thickness t, and the pile radius r along the depth di-
mension. The wave speed parameter comprises non-zero
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Figure 1: Example for the scene parameterization: com-
pressional wave speed (left), pile wall thickness (middle), pile
radius (right) along the depth dimension. None-zero values
in thickness and radius indicate the length of the pile

values for depths below the water surface. The com-
pressional wave speed is 1500m/s in water. The pile
geometries t and r carry zero values where there is no
pile. For the given example, the seabed is at a depth
of 0 m, while the water surface is located at +35.6m.
The 77.2m long pile ranges from +44.0m from the top
end down to -33.2m at the bottom end, resulting in a
penetration depth of 33.2m in the soil. As a fully con-
volutional neural network is employed, all three param-
eterizations are discretized at 128 depth values. Second,
the excitation signal, i.e. the pile head velocity v, is de-
picted in Figure 2. Particularly, two representations of
this input quantity are shown: the time domain signal
resulting from a single hammer strike and its frequency
domain representation. The frequency domain signal is
also discretized at 128 frequency values and will be used
for model training. Figure 3 displays the one-third and
1/24 octave band spectra of the SEL (in dB re 1µ Pa2s)
emitted by the pile as a result of the pile head excita-
tion, the pile geometry, and the wave propagation in the
pile, in the water, and in the soil. Model training is per-
formed on the 1/24 octave band spectrum of the SEL, i.e.
a high resolution of the frequency-dependent information
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Figure 2: Pile head velocity signal represented in time do-
main (top) and frequency domain (bottom)
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Figure 3: Spectra of the SEL emitted by the pile and repre-
sented in the 1/24 (top) and one-third (bottom) octave band
spectrum

sampled at 128 frequency instances. Table 1 reports the
value ranges of the complete data set used in this work.
Significant variations are introduced in the parameteriza-
tion of the pile and the compressional wave speed. Fur-
ther, the variation in the excitation, i.e. the pile head
velocity, affects the structural response. Such data sets
carrying large variations are required for training deep
neural models, and obtain high degrees of generalization
capability. Overall, 1300 data samples (pairs of input
and output tensors) are generated using the numerical
methods described before. The input data are normal-
ized to unit range to facilitate more robust training, with-
out deteriorating the applicability of the methods during
inference.

Deep learning models
Following very recent work [8], the authors propose to
utilize a fully convolutional variant of classical U-Net
neural architectures for data fusion. The Up-Net fea-
tures p different encoder paths, each consuming one of the
qualitatively different input features. The encoders link
with a single decoder path, which is finally outputting the
target tensor. The number of convolutional filters is bi-
sected for each encoding stage. The decoding path is set
up symmetrically with a single filter and linear activation
at the output layer. Skip connections between each en-
coding path and the decoding path take care of high-level
features that need to propagate into the output of the
network. Data passage through the different stages and
the bottleneck layer denotes the semantic pathway. Here,
abstract data representations are learned through succes-
sive convolutions and data reduction by means of max
pooling. This neural architecture allows for data fusion
in the different encoder paths, hence combining different
aspects of the scene parameterizations. Particularly, an
Up=5-Net for fusing the parameterizations (i) compres-
sional wave speed, (ii) pile wall thickness, and (iii) pile ra-
dius along the (iv) depth dimension with the (v) driving
pile head excitation signal is used. The model is trained
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Table 1: Distribution of input and output quantities, data ranges and first statistical moments

parameter unit min max mean median std.dev.

wall thickness m 0.03 0.13 0.080 0.080 0.024
pile radius m 1.01 6.0 3.65 3.64 1.40
compr. wave speed m/s 1480.0 2437.0 1672.6 1500.0 230.1

head velocity m/s -4.740 0.094 -0.654 -0.212 0.802
head velocity dB 44.02 88.82 74.32 73.77 8.14

SEL (1/24 octave band) dB 134.1 196.67 167.41 167.33 8.41
SEL (1/3 octave band) dB 147.10 202.55 177.45 177.52 7.86

to output the 1/24-octave band spectrum of the SEL.
Hyperparameter studies were performed upfront to de-
termine suitable configurations of the neural architecture:
number of model stages {2, 4, 6}, number of convolutional
filters {16, 32, 64, 128, 256, 512}, kernel size {3, 5, 7}, ac-
tivation function {ReLU, sigmoid,LeakyReLU(0.2)}, and
the loss function {MSE,MAE,Huber}. Training is per-
formed using the adam optimizer, dropout at rate of 0.2,
and a batch size of 512.

Results
Prediction quality is measured in terms of the 1/24-
octave and 1/3-octave band spectra of the SEL for the
300 samples in the validation data set, i.e. samples that
have not been seen by the model during training. Overall,
the neural network models are required to learn a trans-
fer function between input and output frequency signals,
while considering a complicated depth-dependent param-
eterization of that transfer function.

As the result of the hyperparameter study, the optimal
U5-Net model is given by 6 stages, kernel size 3, 256 con-
volutional filters, LeakyReLU(0.2) activation, and loss
MSE. This model has 3, 941, 953 trainable parameters
and arrives at MSE = 13.14 dB2 on the validation set
after 2000 epochs. Figure 4 depicts the training process
where no overfitting was observed up to epoch 2000. Fig-
ure 5 depicts the best model prediction on the validation
data set, i.e. a prediction derived from previously unseen
input data. The SEL prediction shows light deviations
from the ground truth signal for higher frequency values.
The prediction is particularly good for the low-frequency
range up to 100Hz. Conversion into the one-third octave
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Figure 4: Loss curves for the final U5-Net trained on the
synthetic data set featuring 1000 training and 300 validation
samples
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Figure 5: Neural network prediction for the input signals of
pile geometry, compressional wave speed and pile head exci-
tation shown in the two top panels: SEL in the 1/24 (middle
panel) and one-third octave band spectrum (bottom panel)

band spectrum indicates a very well-matching prediction
of the neural network. To assess the overall prediction
quality and its variance across all validation data sam-
ples, Figure 6 depicts the first statistical moments of the
prediction error for all 300 samples in the validation data
set. The error is computed frequency-wise, such that
overall trends can be resolved, i.e. indicating whether
the model performs better in certain frequency ranges.
On average across all frequency bins, the absolute SEL
error amounts to 2.245 dB re 1µ Pa2s. It turns out that
the prediction error is approximately constant over the
complete frequency range, i.e. indicating that the model
is not biased towards specific frequency bins. The slightly
increased error values at the upper and lower end of the
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spectrum must be attributed to the same padding option
used to define the convolutional filters. Compared to the
data range, see Table 1, these results are promising, yet
leave room for improvement.
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Figure 6: Frequency-wise distribution of the prediction error
on the complete validation data set in terms of 1/24 octave
band spectrum of the SEL

Remarks on computation times
The authors will not stress timings and computational
efforts too much, as these metrics clearly depend on the
hardware resources, software implementation, and the
user. However, some indications for the case study before
will be presented. The numerical data generation was
performed on a desktop workstation (Intel(R) Xeon(R)
CPU E5-2630 v4 @2.20GHz, 128GB RAM). The neural
network training was performed on a desktop workstation
(Intel(R) i9-10900X CPU 20 × 3.70GHz, 64GB RAM)
featuring an NVIDIA RTX3090 (24GB) GPU. Training
the neural network took 624 s for 2000 epochs using Ten-
sorFlow [1] version 2.8.0. After training, the fully trained
model can be used for making predictions on new scenes,
e.g. for unseen pile geometries and pile head excitation
signals. Inference timings result in 3.86ms per sample,
hence 259 predictions per second can be computed by the
deep learning model.

Neglecting any costs for setting up the numerical simu-
lation and studying neural hyperparameters, the offline
time for data generation (1300 × 90 s) and model train-
ing (624 s) amounts to 32.67 h for the deep learning ap-
proach. Hence, the deep learning approach is profitable
after 1307 numerical case studies for the considered case.
Considering a realistic pile driving operation with 2000
consecutive hammer hits, the model would take 7.72 s to
predict the sound emissions of the complete operation.

Conclusion
This work showcases a study on pile driving noise and its
prediction based on a deep learning approach. A data-
fusing neural network is trained on numerically gener-
ated data for making predictions on the sound exposure
levels near the pile. Accurate model predictions are re-
ported. Besides low computation times, the deep learn-
ing approach allows non-expert users make predictions
without requiring in-depth expertise in numerical simu-
lations. Future work will focus on using similar models
for designing noise-efficient pile geometries and excitation
signals tailored towards a requested acoustical response.
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