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Introduction

For many listening experiments accurate acoustic simu-
lations for auralizations are vital for their success or are
even subject of the investigation [1]. When the virtual
scene is dynamic, for example in virtual environments,
the simulations may not be able to be pre-simulated [2,
3]. In these cases, the simulations must be run under real-
time conditions. However, due to their computational
costs, some simulations cannot be included sequentially
in the audio rendering process (e.g. one simulation per
audio block) of an auralization application. Typical ex-
amples are ray tracing methods for simulating the late
reverberation in rooms [4] or sound propagation in in-
homogeneous, moving media like the atmosphere [5]. In
order to still achieve the best case simulation results these
simulations must be scheduled [3].

The ITA Simulation Scheduler aims to implement a mod-
ular scheduling framework for acoustic simulations that
can be combined with auralization applications. By de-
sign, it can be used for various types of acoustic simu-
lation since the simulation result type and back-end are
variable. The framework allows to run simulation in par-
allel as well as multiple source and receiver pairs. Fur-
thermore, the open-source nature of the project encour-
ages scientific exchange and follows the concept of open
science.

The ITA Simulation Scheduler

The ITA Simulation Scheduler is a modular scheduling
framework library implemented in C++. Its source code
is licenced under the open-source Apache License Ver-
sion 2.0. The source code is accessible via the following
repository [6].

Concept

One of the design criteria of the framework was that it
should be applicable for various types of acoustic simu-
lations. For that reason, the result data structure can
be adapted for each type of simulation. For example, a
room acoustic simulation usually returns room impulse
responses while an outdoor noise simulation might return
specific parameters. In addition to this, the concept of a
worker is introduced. A worker can perform one blocking
simulation task. Depending on the type of simulation,
these workers can be adapted with different simulation
back-ends. One instance of the scheduler can have more
than one worker, allowing for parallel simulations. In-
creasing the number of workers used by the scheduler,
the mean simulation duration can be reduced. Consider
the simulation duration for one simulation to be tgy,, for
Nworker WOrkers, the mean simulation duration over the

runtime of the system is
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Figure 1: Overview of the ITA Simulation Scheduler con-
cept and the flow of scene updates and results within it. The
audio renderer could be any external auralization application.
The number of workers can be configured and different simu-
lation back-ends can be used.

In cases where the simulation duration is very long, the
addition on more workers may not be possible due to
limited system resources. To reduce the computational
load of the workers, the ITA Simulation Scheduler also
introduces the concept of the update selection. With the
update selection, the scene updates that should be sim-
ulated can be selected on the basis of the last simulated
and the newest update. Further details on this will be
given in section Update selection. Figure 1 depicts the
schematic structure of the scheduler.

Update selection

The idea of the update selection scheme is based on the
assumption that some scene updates may not lead to sig-
nificant changes in the simulation result. For example, a
translational movement of a listener of a few centimetres
in a room does typically not lead to a different percep-
tion of the scene. With this in mind, the update selection
scheme compares the last scene update that was issued
to one of the workers with the newest update. If the
algorithm returns a positive result, the update is to be
simulated. Otherwise it is discarded. Keeping in line
with the modular nature of the scheduling frame work,
the algorithm that is used for this selection is also fully
extensible and configurable. In fact, multiple selection
algorithm can be combined into a network to further in-
crease the possibilities of this scheme. Additionally, this
scheme allows to control which scene updates are sim-
ulated. As such, the update selection scheme can also
be used for a technical purpose in order to reduce the
computational load on the system.
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Figure 2: Concept behind the relative rotation mode of
the rotation selector. The source is indicated with an §
and the receiver with R. In the second scene update, the re-
ceiver moved backwards causing a relative rotation between
the source and receiver, here denoted as 6.

In this contribution two different selection algorithms are
examined. First, the rate selector. It can be considered as
an uninformed selector as it does not consider the scene
state in its selection. This selector only uses the creation
time of the scene updates that are compared. If their
time delta exceeds the inverse of the configured rate, the
selector returns a positive result. If t,e and tgq are the
creation times of the newest and the last simulated scene
update respectively and f;ate is the configured rate, the
algorithm can be expressed as

1
frate '

tnew - told >

(2)

The second selector is the rotation selector. This selector
has two different operational modes, the relative and the
absolute mode. In both modes, the algorithm returns a
positive result if the rotation of source or receiver exceeds
their respective thresholds. In the relative mode, the ro-
tation between source and receiver is compared for the
two scene updates as shown in Figure 2. As such, also
translation can cause a relative rotation between source
and receiver. In comparison, the absolute mode only con-
siders the absolute rotation of either source or receiver.
A possible use case for this selector could be, if the res-
olution of the source directivity or head related transfer
function (HRTF) dataset is limited. Consider the case
where the used HRTF dataset only has a resolution of
10° by 10°, a rotation of less than 5° will most likely not
cause a switch of the HRTF. Accordingly, these scene
updates do not necessarily have to be selected for simu-
lation.

Scheduling algorithm

The scheduling algorithm as depicted in Figure 3 runs in
a separate thread loop. As a result, the signal processing
of the auralization application should not be affected by
the scheduling.

First, the algorithm checks if a new scene update was
given to the scheduler. If this is the case, the update se-
lection is performed. When the update selection returns
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Figure 3: Schematic scheduling algorithm of the ITA Sim-
ulation Scheduler . It is run in a separate thread loop.

positive for the new update, the scheduler searches in its
internal queue if the same source-receiver-pair already
exists. If a match is found, the older update is replaced
by the new update. This replacement scheme makes sure,
that when a scene update is simulated, it is always the
most recent state of the scene. Therefore, the scheduler
ensures the best case result for the auralization [3]. Fi-
nally, the scheduler queries if one of its workers is free
to simulate a scene update. In case there is, the scene
update is given to that worker. Otherwise, the update
is kept in the internal queue for the next iteration of the
loop.

Benchmark setups

In order to examine the performance and behaviour of the
scheduling framework, two benchmarks were performed
on the system. In both cases, a dummy auralization ap-
plication was used to pass updates to the scheduler at
a constant rate. This update rate was set on the basis,
that a scene update is given to the scheduler for each
audio frame. Considering an audio system which runs
at a sampling rate of 44.1 kHz with a block size of 512
samples, this results in an update rate of

44.1kHz

updates
512 samples ’

=86.13 (3)

Additionally, the utilized workers are also dummy work-
ers who’s computation time per simulation can be varied.

fupdate =
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For these benchmarks, the simulation duration is set be-
tween 10ms and 10s.

In the first benchmark, no update selectors are used.
This benchmark is rather concerned with the effect of
multiple workers. Hence, the number of workers is var-
ied between 1 to 8.

In contrast, the second benchmark is based on a single
worker. However, update selectors are used here. First,
the rate selector is used with four different rates, namely
2 %, 1 %, 0.5% and 0.25 % Second is the rotation selector
using a a rotation threshold of 2.5° or 5° is used for each
mode respectively (resulting in four different configura-
tions). Since the rotation selector considers the motion
of source and receiver, motion data from a virtual reality
experiment by Ehret et al. [2] was used as input for the
benchmark. The results are than averaged over the five
considered participants.

Results and discussion
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Figure 4: Results of the first benchmark. Depicted is

the relative amount of scene updates that were simulated for
different number of workers and simulation durations. The
dashed line denotes the inverse of the update rate fupdate-

For the first benchmark, the percentage of actually sim-
ulated scene updates

pP— Nsimulated ’ (4)
Ntotal

is considered. Here ngimulated is the number of simulated
updates and ngota1 is the total number of scene updates
issued to the scheduler during a benchmark run. Figure 4
shows the results of the benchmark. Focusing on the case
with a single worker, when the computation time per
simulation exceeds the inverse of the update rate, not all
scene updates can be simulated. This behaviour can be
explained as in this case, a new scene update is issued to
the scheduler but no worker is free to simulate it since
the only worker is simulating the last scene update. If
the scene update remains in the scheduler queue for too
long it will be replaced by an even newer scene update.

When increasing the number of workers the duration of
a simulation, at which this behaviour happens, is shifted
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towards longer simulation times. Using the same rea-
soning and considering Equation (1), this behaviour can
also be explained. Still, even with eight parallel workers,
only simulations up to 100 ms can be performed without
discarding scene updates.
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Figure 5: Percentage of the ideal amount of updates for
different update selector configurations relative the the total
number of scene updates. The results are averaged over five
different participant motions inputs. The error bars indicate
the standard deviation of the results.

In the second benchmark, the percentage of simulated
scene updates is not referenced to the total number of
issued updates. In contrast the ideal amount of selected
updates is used, which is the situation where all selected
scene updates are simulated. In Figure 5 these ideal num-
bers referenced to the total number of scene updates are
shown for the different selector configurations. The rate
selectors show a strong reduction in the updates that
were selected for simulation. One can also detect the re-
duction in selected updates which is directly proportional
to the configured rate.

For the rotation selectors, the results also show a signif-
icant reduction in selected scene updates. Here, even in
the worst case scenario with the absolute rotation mode
and 2.5° threshold only 13.6 % of the scene updates were
selected for simulation. The large standard deviation
that can be observed for the rotation selector can be ex-
plained as the motion data of the five participants is not
identical. Since the rotation selector reacts to this mo-
tion, the results varied between the participants, causing
the deviation. Moreover, it can be seen that for higher ro-
tation thresholds less updates are selected for simulation.
This follows directly from the definition of the selector.
Similarly, the relative rotation mode exhibits lower selec-
tion numbers. Here, the cause requires knowledge of the
experiment from Ehret et al. [2]. The participants were
the receiver and focused on the source. As a result, the
participant looked primarily towards the source, limiting
the relative rotation between the two. Consequently, in
the benchmark considered here, the number of selected
scene updates is reduced.

Figure 6 show the results for the second benchmark. For
reference, the result with no selector is also plotted. The
results for the rate selector show a resemblance to the
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Figure 6: Results of the second benchmark. Depicted is
the relative amount of scene updates that were simulated for
different update selector configurations and simulation dura-
tions.

results from the first benchmark with increasing worker
count. This behaviour can be understood as the config-
ured rate effectively replaces the update rate inherited
by the connected auralization application.

The results for the rotation selector again show a shift
towards longer simulation durations. Additionally, the
reduction of simulated scene updates is much more grad-
ual compared to the case with no selector or rate selec-
tor. As a consequence, even though some updates are
discarded in the scheduler still a high percentile is sim-
ulated. Hence this has a positive effect for the schedul-
ing. Nevertheless it has to be kept in mind, that the
selectors already discarded scene updates. Thus these
selectors must be configured in a way that only scene up-
dates are removed that do not cause significant changes
in the results. The different rotation selector configura-
tions also exhibit similarly results to the ideal number
of selected updates. With higher percentage of selected
updates causing less updates to be simulated for longer
simulation durations.

Conclusion and outlook

In this contribution, the ITA Simulation Scheduler was
presented. It is a modular framework for scheduling
acoustic simulations under real-time conditions. When
the simulation duration is much higher than the inverse
of the requested update rate, scene updates must be dis-
carded to ensure the best case result for auralizations.
For these scenarios, the ITA Simulation Scheduler imple-
ments the update selection scheme. With these update
selectors, the scene updates that should be simulated can
be selected through simple algorithms on the basis of the
scene state. The goal is, to only select scene updates
that result in a significant change in the simulation re-
sult. Additionally, the update selectors can be used to
reduce the computational load on the whole system.

The performance and scheduling behaviour of the frame-

work was examined in two benchmarks. The results show
that through the use of parallel simulations, the simula-
tion rates can be improved. However, the scheduling al-
gorithm alone cannot accomplish an auralization where
no scene updates are replaced by newer ones when the
simulation duration is long. In the second benchmark
the update selector system was investigated. Through
the use of the update selectors, the amount of updates
that are selected and thus have to be simulated can be de-
creased significantly. The scheme also allows for control
over which updates are simulated and, depending on the
configuration, can reduce the computational load on the
system. The rotation selector exhibited a beneficial be-
haviour towards longer simulation durations. Still, with
the use of the update selectors scene updates had to be
discarded for long simulation durations.

Since the presented update selectors affect which scene
update is simulated, they can have an effect on the aural-
ization. For that reason, further investigations into any
audible artefacts in the auralization must be performed
before applying them in critical listening experiments.
Nevertheless, the presented results for the update selec-
tors showed potential. In further work we would like to
implement and validate additional update selector con-
cepts to increase the potential of the scheduling frame-
work.

Source code and website

The source code for the ITA Simulation Scheduler can be
found under [6]. The ITA Simulation Scheduler is also
included in the auralization framework Virtual Acoustics.
Further information on Virtual Acoustics can be found
under www.virtualacoustics.org.

References

[1] L. Aspock, “Validation of room acoustic simulation
models”, PhD, RWTH Aachen University, 2020.

[2] J. Ehret et al, “Evaluating the influence of
phoneme-dependent dynamic speaker directivity of
embodied conversational agents’ speech”, in Pro-
ceedings of the 20th ACM International Conference
on Intelligent Virtual Agents, 2020.

(3] F. Wefers et al., “Interactive acoustic virtual envi-
ronments using distributed room acoustics simula-
tion”, in Proceedings of the EAA Joint Symposium
on Auralization and Ambisonics, Berlin, Germany,
2014.

[4] D. Schroder, “Physically based real-time aural-
ization of interactive virtual environments”, PhD,
RWTH Aachen University, 2011.

[5] P. Schéfer et al., “Atmospheric Ray Tracing: An effi-
cient, open-source framework for finding eigenrays in
a stratified, moving medium”, Acta Acustica, vol. 5,
p. 26, 2021.

[6] THTA Developers. (2020). ITASimulationScheduler
git repository, [Online]. Available: https://git.
rwth-aachen.de/ita/itasimulationscheduler.

1454



