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Abstract
The rapid advances in artificial intelligence (AI)-based
algorithms offer great potential for various domestic and
industrial applications. AI analysis algorithms are al-
ready integrated into everyday applications such as face
recognition, object recognition, and voice assistance sys-
tems. However, several challenges need to be addressed
when such algorithms are to be deployed in industrial
sound analysis (ISA) scenarios such as the monitoring
of production processes. First, training AI models re-
quires a large quantity of diverse and well-balanced data
combined with high quality annotations, which are con-
sistent and accurate. Imbalanced and wrongly labeled
data sets can cause models to be biased, which limits
their performance. Second, when being deployed in real-
world application scenarios, these models need to be ro-
bust towards domain shifts, which are caused by chang-
ing acoustic conditions due to different recording devices
and ambient background noise. In this paper, we dis-
cuss effective countermeasures to face these challenges.
This includes data balancing techniques to counteract
data sparsity, data augmentation techniques to increase
the variety of the available training data, as well as data
normalization techniques to reduce domain shift. Fur-
thermore, we present how transfer and semi-supervised
learning can help to create robust models for different
ISA application scenarios when only few annotated ex-
amples are available for training.

Introduction
with the advancement of digitalization, the manufactur-
ing industries are increasingly leveraging AI-based solu-
tions in quality control, predictive maintenance, and end-
of-line inspection. This paper defines AI solution as deep
learning algorithms. However, compared to the develop-
ments in computer vision, progress in machine listening
is still lagging behind, especially in the case of indus-
trial sound analysis (ISA) [1]. One of the main reason
for the slower progress is the unavailability of adequate
amounts of data. It is well known that the performance
of AI applications is essentially determined by the qual-
ity and depth of the data. Data collection and conversion
in manufacturing industries is expensive and the meth-
ods used to collect data are labour-intensive and prone
to errors. Furthermore, such data often contains sensi-
tive information which companies are not often willing
to share publicly. To deal with smaller annotated data
sets, AI researchers have developed various techniques
for data generation and model training in recent years.

To advance research in the field of ISA, several re-
searchers have provided machine operation sounds for
fault diagnosis in recent years [1, 2, 3, 4, 5]. All these
data sets contain sounds generated from different types

of industrial machines or replications resembling the real
use-cases such as electrical engines, pumps, fans, valves,
slide rails, air leakage, etc. In addition, various back-
ground noises such as factory sounds and people talk-
ing were mixed with the machine sounds to simulate the
complex sound environments of production sites. Even
though the number of ISA data sets increased in the last
years, they mostly emulate real-world use-cases and it is
an important to integrate and publish sounds from actual
factories to further advance not only the AI algorithms
but also the data itself.

Background noise is not only a challenge for the ISA al-
gorithms in predicting the target class. There are several
other challenges that affect the performance of the AI
models. The domain shift caused by a the mismatch
of data recording sensors and their placement between
training and test data or due to process changes over
time is also a major challenge that can be considered in
the real deployment scenarios [1, 6, 7]. In addition, the
data collected by the industry is not always evenly dis-
tributed among the different classes; some sound classes
occur frequently and others such as machine faults do
not, leading to data scarcity and sparsity. Given all these
data-related challenges, training and evaluating AI mod-
els becomes difficult.

In this publication, we summarize and discuss the ef-
fectiveness potential countermeasures to overcome the
aforementioned challenges and improve the performance
of AI models in the ISA context.

Challenges and Countermeasures in ISA
This section discusses challenges when training neural
networks for ISA. Furthermore, the techniques discussed
in this section are not only applicable to industrial audio
data, but can also be applied to other domains.

Data Augmentation Techniques

Data augmentation (DA) is a set of techniques that aims
to extend the data set artificially by creating new samples
from existing data. DA basically diversifies and increases
the size of the data set; this aims at improving the per-
formance of AI models. In the audio domain, DA can be
applied either to raw audio signals (e.g. time-stretching,
pitch-shifting) or to their transformations such as time-
frequency representations (e.g. spectrograms). Even
though this seems to be the best choice, image augmen-
tation methods were shown to be a viable choice [7]. One
reason is the transformation of the raw audio data into
the time-frequency domain and concating several time
frames to spectral images. These are then typically pro-
cessed with convolutional neural networks (CNN), ini-
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tially developed for image data. Figure 1 illustrates the
effect of different image augmentation methods such as
brightness and contrast change to a spectrogram. Even
though these transformation to not necessarily resem-
ble real world variations of sounds, they were effective
for ISA [7] but also other audio domains such as urban
sound tagging [8]. It has also been shown that applying
DA techniques to training sets not only improves the ac-
curacy of the CNN, but also increases the robustness of
the model to domain shift problems in [7, 6]. For com-
pressed air leakage detection, where a domain shift is
caused by background noise and microphone placement,
the use of DA has slightly improved the classification
results [2]. Even though DA seems promising to simu-
late bigger data sets, one must consider that these are
only variations of existing data and not as powerful as
additional real data. For example on metal ball surface
detection (with “Eloxed”, “Coated”, and “Broken”) [1],
the accuracy drops from 99.4% with all training data to
88.7% when the amount of training examples is reduced
to 10% also with DA [9]. This demonstrates the impor-
tance of additional training techniques such as transfer
learning to learn from small data sets.

Figure 1: Examples of spectrogram-based augmentation
techniques [9]

Data Normalization Techniques

In audio, normalization can be applied to raw audio sig-
nals or also to their transformations such as spectro-
grams. In the audio domain, normalization can avoid
problems with different loudness levels, however, this
might remove important information. Based on data
characteristics, spectral normalization can be done in dif-
ferent ways. Johnson et al. [7] proposed several normal-
ization methods for ISA data sets, e.g. zero mean unit
variance (ZMUV) for each feature, ZMUV for each in-
put patch of the CNN, and adaptive normalization, in
which the training and target data sets are normalized
individually to equalize their data distribution. The re-
sults obtained indicate that adaptive normalization com-
bined with DA significantly improves the classification
results domain shifted ISA data. Furthermore, different
normalization methods including adaptive normalization
technique were evaluated against the domain shift caused
by microphone mismatch in acoustic traffic monitoring

(ATM) applications, where adaptive normalization sig-
nificantly improved the performance of the ATM models
[6]. While normalization removes some of the shift be-
tween the input features, it might be necessary to also
adapt the models itself [10]. This has not been evaluated
on ISA data to the best of our knowledge.

Transfer Learning

Transfer learning (TL) is one of the most efficient tech-
niques when AI models suffer from a shortage of data. In
this technique, neural networks are pre-trained on larger
data sets and then the learned knowledge is transferred to
other, mostly comparable, tasks. TL can be performed
in two ways: In the first method, a pre-trained model
obtained with a large data set is fine-tuned on similar
smaller data sets. In the second approach, learned fea-
ture representations extracted from the intermediate lay-
ers of the pre-trained networks, known as embeddings,
are used to train new classifiers even vaslty different tasks
[11, 12]. For music and environmental sounds, there are
several pre-trained audio embeddings available such as
VGGish[13], Kumar[14] and OpenL3[12]. All these em-
beddings are generated from different variants of CNNs
trained on larger audio data sets, e.g., AudioSet [15].
In previous work, we evaluated different embeddings for
different ISA and MIR tasks [11]. The findings sug-
gest that self-supervised embeddings such as OpenL3 are
a promising alternative for pre-training models trained
from scratch on larger data sets and even linear classi-
fiers using such embeddings outperform neural networks
trained from scratch for small data sets.

Semi-Supervised Learning

In general, obtaining labeled data from industrial pro-
cesses or machines is expensive, and in many cases ex-
pertise is required to label the data samples while unan-
notated can often be recorded during the normal pro-
duction process. Semi-supervised learning (SSL) includes
such unlabelled data into the training process. To per-
form SSL, one way is to combine clustering and classi-
fication algorithms. Clustering algorithms are unsuper-
vised techniques that cluster data based on their simi-
larities. The cluster models can help identify the most
relevant samples in a given dataset. Based on the clus-
ter categories, the samples can be labeled, which is also
useful for supervised model training for the classifica-
tion task. Consistency regularization and entropy mini-
mization are two main SSL parts used for classification
tasks. Consistency regularization is an auxiliary objec-
tive function that ensures that the model prediction is
close to the observed training samples even in the pres-
ence of small perturbations in the input data [16]. An
example is the Mean Teacher technique were a teacher
model labels a transformed version of the unlabeled and
example and the student model is train to output a sim-
ilar confidence distribution on a differently transformed
version [17]. The teacher is an averaged version of pre-
vious student models. Entropy minimization pushes the
model to make confident instead of uniform predictions
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on the unlabeled data. Pseudo-Label is an example were
predictions on unlabeled data are binarized by choosing
the highest one as label [18]. Consistency regularization
and entropy minimization were combined in MixMatch
[19] which was later simplified into FixMatch [20] that
achieved new state of the art results on several image
classification data sets with only a handful of labeled ex-
amples (and large amounts of unannotated data). Fix-
Match also outperformed Mean Teacher, Transfer Learn-
ing, and models trained supervised from scratch with
data augmentation on audio tasks from different domains
[9]. Figure 2 shows these results for the metal ball sur-
face classification mentioned in before. Even with only
1% of the labels, the accuracy reached 100% showing the
potential of modern SSL methods for ISA applications.
Only with one examples per class (0.3% of the initial data
set size), the accuracy dropped leaving room for future
improvement.

Figure 2: Mean accuracy and standard deviation of Fix-
Match, fully supervised training, TL, Mean Teacher on metal
ball (MB) test data set, Additionally, baseline the supervised
baseline using full training set (Full), and the random baseline
(Random) [9]

Conclusion
Industrial Sound Analysis (ISA) is still an emerging field
and AI-based research and development for ISA applica-
tions is continuously adapting methods from related au-
dio domains such as Acoustic Scene Classification (ASC)
and Music Information Retrieval (MIR). Data sensitiv-
ity and domain shift problems are the main reasons
for the slow progress in ISA. Techniques proposed in
early research such as data augmentation and Transfer
Learning (TL) are promising countermeasures to deal
with the data scarcity and sparsity to a certain ex-
tent. In addition, Semi-Supervised Learning (SSL) uses
larger amounts of unlabelled data for model training and
achieved results close to models trained supervised with
vastly larger amounts of labeled data. Especially the
FixMatch method is a promising option for SSL training
in the ISA context. Finally, the combination of TL and
adaptive normalization techniques was shown to make
the models more robust to domain mismatch problems.
All of the aforementioned methods leave room for further
improvements, espcially in the low label domain or when
ISA application run over longer periods of time and need
to adapt to that.
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