
Deep Learning for Photogrammetric Ear Point Clouds Denoising
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Introduction
The Head-Related Transfer Functions (HRTFs), i.e. the
transfer functions from a sound source to the eardrums
of a subject, contain the auditory cues interpreted by
the brain to create a spatial sound experience. Filtering
audio signals with HRTFs and presenting them to a lis-
tener, a reliable spatial sound impression is obtained [1].
Using this approach, sound matching 3D virtual reality
scenes can be obtained, increasing realism and immer-
sion. Nonetheless, the idiosyncrasy of these filters, due
to their strong connection to ear morphology, poses a
challenge, given that for the most accurate audio render-
ing individual HRTFs are necessary [2].
HRTFs are commonly acquired through expensive acous-
tic measurements, though this procedure is inapplica-
ble on a large scale. Numerical methods, e.g. the Fi-
nite Element Method (FEM), can also be used to com-
pute HRTFs on accurate individual head scans [1]. Pre-
cise scanning techniques, e.g. laser scanning, are capable
of producing accurate geometries; however, they require
expensive equipment. Image based methods, e.g. pho-
togrammetry, are good candidates for this scan, given
their affordability; nonetheless, they are characterised by
a generally lower precision [3]. The deviation from a
reference geometry of a photogrammetric dummy head
scan reaches values of 2.5mm at the ears, which hinders
the spatial sound perception with HRTFs computed on
it [4]. This is due to the inaccuracy, stemming from in-
herent limitations of photogrammetry. The low visibility
at the convex ear structures, e.g. the cavum and cymba
conchae shown in Fig. 1, hinders the reconstruction algo-
rithm. Extensive manual cleaning of the scans is needed
to obtain meshes suitable for HRTFs computation.

Figure 1: Anatomical ear structures.

The task of denoising point clouds has received attention
in recent years, leveraging Deep Learning (DL) architec-
tures commonly trained on data corrupted with artifi-
cial noise, and showing better results than classical ap-
proaches [5]. These models can be employed to improve

the accuracy of noisy photogrammetric ear scans.
In this paper two Deep Neural Networks (DNNs) are
tested on ear point clouds containing real photogrammet-
ric error and synthetic noise mimicking its characteristics.
The models are retrained on this noise to enhance their
effectiveness. HRTFs computed on the denoised scans
are compared to reference data, showing improvement
over HRTFs obtained on manually cleaned geometries.

Methods
Deep Learning Models
Two DL architectures are used for point cloud denoising,
i.e. PointCleanNet (PCN ) [5] and Score-Denoise (SD) [6].
PCN is a supervised DL algorithm trained with match-
ing clean and noisy patches with an arbitrary number of
points extracted from point clouds. Regression is used
to estimate the displacement vector of the central point
from the patch features, and applied to reduce its dis-
tance to the underlying clean surface. The noise is as-
sumed to be additive, i.e. Y = {yi}Ni=1 = {xi + ei}Ni=1,
with xi and yi indicating point vectors in the clean and
noisy point clouds X and Y , respectively, and ei denot-
ing the error. The algorithm is trained to minimise the
Euclidean distance between points in Y and their near-
est neighbours in X [5]. SD also works on point cloud
patches, and assumes that ei originates from a contin-
uous Probability Density Function (PDF) p(e) with a
unique mode at 0. Therefore, the PDF of the noisy points
p(y) can be expressed as the convolution of the clean
points and error PDFs p(y) = p(x)∗p(e). If the assump-
tions on p(e) hold, X can be shown to lie on the mode
of p(y), and knowing p(y), denoising can be achieved by
performing gradient ascent on the score of this PDF, i.e.
∇y log p(y). Therefore, the algorithm estimates the score
at yi based on features of a patch around it, and the su-
pervised training objective is to align the predicted score
to the ground truth score, calculated between points in
Y and their nearest neighbours in X [6]. The locality of
both approaches, given by feeding point patches, aims at
making the models more robust and efficient, learning to
denoise local details rather than the full point cloud. Fur-
thermore, both algorithms are trained on data extracted
from general shapes, artificially corrupted with Gaussian
noise of varying magnitude, and are shown to perform
well on noise types similar to the one used for training.
Retraining on different noise types can enhance the per-
formance of the DNNs on data affected by error with spe-
cific characteristics. Furthermore, both algorithms can
be applied iteratively to increase the denoising effect [5].
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Ears Dataset
Given that the aim of this study is to denoise photogram-
metric ear point clouds, the DNNs are retrained on a
dataset of ear shapes to which noise mimicking the pho-
togrammetric error is applied. It is assumed that the
noise tends to appear “outside” of the surface rather than
inside [7], and that it relates to Ambient Occlusion (AO),
which measures the visibility of a point on a surface [3].
Formally, the noisy photogrammetric points yi are as-
sumed to originate from a clean point cloud X affected
by the additive error ei, expressed as:

ei = (α(1−AO(xi))
β)ni + γ(µ = 0, σ), (1)

where ni indicates the normal vector of the point xi, α
and β are two factors used to match the computed AO
to the real scanning noise, and γ represents a Gaussian
noise vector with mean µ = 0 and standard deviation
σ. This assumption is tested against experimental data
obtained on a photogrammetric and precise laser scan of
a Neumann KU100 dummy head [4]. Ear point clouds
containing roughly 105 point are extracted from the uni-
formly remeshed geometries. The Euclidean distance be-
tween each point of the clean laser point cloud and its
nearest neighbour in the noisy photogrammetric data is
calculated; the correlation is evaluated between this and
the ei computed with Eq. 1 on the clean points with
α = 1, σ = 0 and varying β. The highest correlation
coefficient, averaged between the results of the two ears,
reaches a value of 0.65 for β = 8. The real scan distance
and best matching raised AO are visualised in Fig. 2.

0 2 4
Distance from reference [mm]

(a) Distance from photogram-
metric ear point cloud.

0.00 0.25 0.50 0.75 1.00
Raised ambient occlusion

(b) Ambient occlusion raised
to the 8th power.

Figure 2: Real photogrammetric noise and ambient occlu-
sion on KU100 reference laser left ear point cloud.

A dataset is created starting from a database of accurate
head meshes of several subjects [8]; these are uniformly
remeshed and ear point clouds with roughly 105 points
are extracted and corrupted with the error defined in
Eq. 1 with β = 8, α set to a fraction of the point cloud
bounding box diagonal length, and σ = α/5. The value
of α is varied to create point clouds affected by different
noise levels. The training set is created by extracting
the left ear of 20 head meshes and applying noise with 6
amplitude levels, ranging from 0.0% to 5.0%, while the
validation and test set contain 10 different left ear shapes
contaminated with 3 noise levels, ranging from 0.5% to

5.0%. The choice of including only left ear shapes is
made to increase the variability in the dataset, given the
symmetry of the ears. Clean point clouds, i.e. with 0.0%
noise, are included in the training set for training the
network to preserve correct points.
Furthermore, another set is created, i.e. the scan set, con-
taining experimental KU100 dummy head scans [4]. The
photogrammetric mesh, manually cleaned from scanned
data, and two raw photogrammetric point clouds are
used, originating from scans in which chalk marks and
scanning spray have been applied on the ears to create
a complex texture, aiding the reconstruction algorithm.
Given the high number of points in these scans, Poisson
disk sampling [9] is used to obtain point clouds with a
cardinality of roughly 105. Both left and right ear shapes
are included; however, the right ears are mirrored to the
left for consistency with the training data.

Assessment Metrics
Different metrics are used to assess the deviation between
the noisy and clean geometries, namely the Chamfer Dis-
tance (CD), Hausdorff Distance (HD) and Mesh Distance
(MD). The first is defined as:

CD =
1

|X|
∑
x∈X

min
y∈Y

d(x,y)2 +
1

|Y |
∑
y∈Y

min
x∈X

d(x,y)2,

(2)

with |X| denoting the number of points x in X and
d(x,y) the Euclidean distance. The HD is defined as:

HD = max

{
sup
x∈X

inf
y∈Y

d(x,y), sup
y∈Y

inf
x∈X

d(x,y)

}
, (3)

and the MD is defined as:

MD =
1

|Y |
∑
y∈Y

dM (y,M)2, (4)

with dM (y,M) indicating the distance between a point
y and its closest face in the mesh M .

HRTFs Computation and Evaluation
The HRTFs are calculated on the meshes originating
from the point clouds similarly to [4]. The method cho-
sen for this computation is FEM Adaptive Order [10]; an
automatically matched layer surrounding the head geom-
etry is used to impose anechoic conditions [11].
To assess the HRTFs, the Inter-Subject Spectral Differ-
ence (ISSD) is employed [12], defined as:

ISSD =
1

NΨ

∑
Ψ

Varf

(
H̃i(Ψ, f)− H̃j(Ψ, f)

)
, (5)

where Varf indicates the variance averaged across fre-

quency f and number NΨ of incidence angles Ψ, and H̃
denotes the dB amplitude of gammatone filtered HRTFs.

Results and Discussion
Denoising
SD and PCN are applied and assessed on the noisy ear
point clouds. The pretrained version (pre) of these al-
gorithms is tested, obtained from the original trainings
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with general shapes corrupted with Gaussian noise [5, 6].
Additionally, two other DNNs versions are tested, re-
training them from scratch (ret) and refining them (ref )
starting from pre, on the ear dataset. The results are
presented as Noise Reduction (NR) from the noisy data:

NR = D(Ỹ ,X)−D(Y,X)
D(Y,X) ∗ 100, where Ỹ denotes the de-

noised point clouds and D(Y,X) represents the distance
metrics defined in Eq. 2, 3 and 4; hence, negative values
correspond to effective denoising. The MD computation,
being quite intensive, is applied only on the scan set.

Table 1: Results of denoising the test set with 3 Score-
Denoise versions, presented as noise reduction from the noisy
point cloud [%]. Negative values correspond to effective de-
noising, highlighted values show the best performance.

set noise metric pre ret ref

te
st

0.5%
CD -27.6 188.4 9.9
HD 82.7 223.4 135.6

2.0%
CD -46.3 125.9 16.8
HD -0.2 107.4 187.4

5.0%
CD -38.8 42.0 -13.5
HD -4.6 121.5 239.2

The results of SD on the test set are presented in Tab. 1
as the mean of NR between point clouds corrupted with
equal noise level. The best performance is obtained with
pre, indicating that the retraining in this case is not ef-
fective. This might be related to the model assumptions
on the noise, which do not hold on the training data.
A retraining on ear shapes to which 0 mode Gaussian
noise is applied could improve the results. It can be also
noticed that pre increases HD at the lowest noise level,
indicating that the noise is increased. This is attributed
to outliers, since HD relates to the maximum of the dis-
tance between two point clouds rather than an average
as CD and MD. Therefore, although SD pre seems capa-
ble of reducing the average distance from the clean point
cloud, it also tends to be ineffective on outliers.

Table 2: Results of denoising the test and scan set with 3
PointCleanNet versions, presented similarly to Tab. 1

set noise metric pre ret ref

te
st

0.5%
CD -4.5 -4.0 -10.5
HD -3.2 28.3 19.2

2.0%
CD -38.9 -36.9 -47.2
HD -10.8 -0.1 -11.9

5.0%
CD -47.4 -37.7 -48.4
HD 21.1 4.7 15.8

sc
a
n

mesh
CD -0.0 -3.2 -1.6
HD -0.1 -2.7 -1.3
MD 0.1 0.6 0.1

marks
CD -1.3 -3.7 -1.1
HD -0.4 2.4 2.5
MD -19.4 -20.9 -28.1

spray
CD -15.4 -14.1 -19.4
HD 3.3 2.5 5.4
MD -24.4 -21.2 -29.3

The results of PCN on the test and scan set are presented
in Tab. 2. In this case the retraining improves the DNN
denoising effect, with CD being the smallest for ref on

the test set. On the scan set the results show that CD
and MD are the smallest for either ret and ref, indicating
that the retraining transfers well to real photogrammet-
ric noise. Conversely, the smallest HD is not consistently
obtained with the retrained versions, and sometimes pos-
itive; hence, showing increase in noise. This is attributed
to outliers, which are generally not effectively tackled
by this algorithm. It is worth mentioning that the MD
results on the photogrammetric mesh data shows small
increases in noise, which is attributed to errors in the
alignment between the clean and noisy point clouds.
Finally, the ear point clouds originating from the scan
with chalk marks is denoised, given its overall lower level
of noise than the scanning spray data. Multiple itera-
tions of PCN ret are used; the NR evaluated after each
iteration is presented in Tab. 3. Although 10 iterations
are applied, only the first 3 are presented since after that
the MD tends to stagnate, while CD and HD tend to
increase, probably due to outliers being incorrectly dis-
placed by the DNN.

Table 3: Results of denoising the KU100 photogrammet-
ric ear scan with chalk marks using 3 iterations of retrained
PointCleanNet, presented similarly to Tab. 1.

set noise metric iter. 1 iter. 2 iter. 3

sc
a
n

marks
CD -3.7 -1.0 2.9
HD 2.8 0.2 1.1
MD -20.9 -26.4 -28.0

0 2 4
Distance from reference [mm]

(a) Raw photogrammetric
point cloud.

0 2 4
Distance from reference [mm]

(b) Point cloud after 3 denois-
ing iterations.

Figure 3: Effect of 3 denoising iterations of retrained Point-
CleanNet on KU100 photogrammetric left ear point cloud.

The results are also visualised in Fig. 3, presenting the
noisy left ear point cloud and the results after 3 denoising
iterations. It is noticeable that the algorithm is capable
of greatly reducing the noise at the helix, while having
a smaller effect on cymba conchae and scapha, proba-
bly given the high noise level in these areas due to the
high occlusion. In order to increase the effectiveness of
the DNN at these locations, the loss function could be
modified to specifically target these ear parts.

HRTFs
Outliers in the iteratively denoised photogrammetric
point clouds are manually removed, the results are
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meshed, merged with a photogrammetric head scan and
aligned to the laser geometry. HRTFs computed on this
data are compared to the KU100 laser mesh HRTFs and
to the original, manually denoised, photogrammetric re-
sults [4]. The amplitude of the left ear HRTFs, for an
arbitrary sound source position on the left side of the
head, is visually compared in Fig. 4.

Figure 4: Comparison of left ear HRTFs computed on differ-
ent KU100 meshes. Arbitrary sound source on the left side.

Deviation is seen between laser and original photogram-
metric HRTFs above 7 kHz, due to the scanning inac-
curacy [4]. The denoised results show a better match,
especially at the spectral notch around 10 kHz. This is
attributed to the lower error in the denoised data, simpli-
fying the alignment process to the reference laser scan.
The ISSD, evaluated between the HRTFs using Eq. 5,
shows values of 6.8 dB2 between laser and photogram-
metric HRTFs, and 3.7 dB2 for laser and denoised re-
sults. Although the denoising significantly decreases
the ISSD, this remains higher than the value of around
1.0 dB2 obtained between laser and experimentally mea-
sured HRTFs found to lead to a similar spatial sound
perception [4]. Therefore, the denoising approach is capa-
ble of improving the photogrammetric HRTFs; however,
increased denoising performance is needed to obtain per-
ceptually valid results, especially at the convex ear parts
around the ear canal, which are the most affected by the
scanning error. This can be done by modifying the loss
function, e.g. including a weight to enhance the denois-
ing at specific ear parts. Furthermore, additional features
can be included in the DNN to possibly increase its effec-
tiveness, e.g. the colour information which is inherently
retrieved by photogrammetry.

Conclusion
Two DL architectures are used to denoise ear point clouds
originating from photogrammetric scans. Different ver-
sions of the DNNs are used, trained on general shapes
corrupted with Gaussian noise and on ear point clouds
to which synthetic noise mimicking real photogrammet-
ric scanning error is applied. The denoising performance,
assessed on ear point clouds affected by real and synthetic
noise, shows that the retraining is effective only for one of
the DL algorithms. The best DNN is used to iteratively
denoise a raw photogrammetric scan of a dummy head;
HRTFs computed on these results are compared to refer-
ence data showing that the denoising approach is capable
of increasing the accuracy of the computed HRTFs. How-
ever, the improvement is only marginal, and the adopted
methods require refinement to obtain denoised HRTFs
perceptually similar to the reference data.
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